PARTNERSHIP FOR
ADVANCED COMPUTING
IN EUROPE

PRACE
DIGEST 2016
Industry Edition

PRACE DIGEST 2016

PRACE Digest 2016
Neither the Partnership for Advanced Computing in Europe (PRACE) nor any person acting on its behalf is responsible for
the use which might be made of the information contained in the present publication. PRACE is not responsible for the
external web sites referred to in the present publication. The views expressed in this publication are those of the authors
and do not necessarily reflect the official PRACE view on the subject.
© PRACE, 2016
Reproduction is authorised provided the source is acknowledged.
The copyrights of the content and images contained within this report remain with their original owner(s).
The PRACE name and the PRACE logo are © PRACE. Stock photos are © Fotolia

PRACE Digest 1/2016 – Special Edition on Industry
www.prace-ri.eu
Editor-in-Chief

Article Editors

Marjolein Oorsprong – PRACE Communications Officer

Harry O’Neill, Insight Publishers
Bill Sherwood, Insight Publishers

Editors
Audrey Gerber, IUCC

Project Manager

Silke Lang, PRACE

Agata Klimek, Insight Publishers

Richard Tavares, PRACE
Simon Wong, ICHEC

Graphic Design
Crystal Mather, Insight Publishers

Published by Insight Publishers, Bristol, UK
The Partnership for Advanced Computing in Europe (PRACE) is an international non-profit association with its seat in
Brussels. The PRACE Research Infrastructure provides a persistent world-class high performance computing service for
scientists and researchers from academia and industry in Europe. The computer systems and their operations accessible
through PRACE are provided by 5 PRACE members (BSC representing Spain, CINECA representing Italy, CSCS representing
Switzerland, GCS representing Germany and GENCI representing France). The Implementation Phase of PRACE receives
funding from the EU’s Seventh Framework Programme (FP7/2007-2013) under grant agreement RI-312763 and from the EU’s
Horizon 2020 research and innovation programme (2014-2020) under grant agreement 653838.
Published: November 2016
ISBN: 9789082169454

2

PRACE DIGEST 2016

Contents

14
22
4

Editorial

5

PRACEdays17

6

Natural strength: Micromechanics of biocomposites

8

Welding simulations for industry

10

Heat transfer in high-pressure turbines

12

Preparing for exascale computing

14

Liquid metal: simulating continuous steel casting

16

Gravity-driven bubbly flows

18

Farming by numbers

20

Molecular dynamics simulations for drug discovery

22

Nanodevices: the final frontier

24

Bringing combustor and turbine simulations together

26

Vortex Bladeless: changing the direction of wind power

28

Large eddy simulations for turbomachinery

30

SHAPE Programme

31

Training for industrial researchers to
enhance European competitiveness

3

16

PRACE DIGEST 2016

Editorial
PRACE Digest
The Industrial Advisory Committee (IAC) was formed in 2013. The role of the IAC is to
support the PRACE council by providing an industry perspective on how we may best
improve European competitiveness and economic growth through advanced computing.
The committee is made up of industry leaders who have achieved growth and
competitiveness for their companies through advanced computing and HPC. The effort
by the IAC members is voluntary and driven by a wish to share lessons learned for the
benefit of all of Europe’s industry.
I would like to thank all our members and their hosting companies for donating time and
effort to PRACE. Particularly Jürgen Kohler from Daimler, who served as the inaugural chair
and set the direction for the IAC, as well as Katia Soto Martinez from the PRACE aisbl office
in Brussels for assistance.
We are at a disruptive point in time where everything around us is becoming digital.
Personally, I deal with a data-tsunami from more than 50 million sensors and detailed
simulation of the weather for the entire planet. This is driving massive value generation
at Vestas Wind Systems A/S.
It is estimated that by 2035 all products will have a digital component. We need to
ensure European industries are capable of complementing their analogue products with
a digital side. If European industry does not succeed in this, someone else will do it for
us and profit from it.
The vast majority of manufacturing companies in Europe are small to medium sized
enterprises (SME). Most SMEs have no research, nor advanced computing capability.
Furthermore, most SMEs need a direct and short path from investment to return-on
investment. Europe needs these SMEs to succeed in complementing their products with
a digital side through digital empowerment. This is where PRACE can help in many ways.
PRACE has the skilled labour as well as the infrastructure that can scale. Have a look on
page 30 at how our SHAPE programme can help. An overview of training courses offered
by PRACE can be found on page 31. PRACE also hosts its annual Scientific and Industrial
Conference where industry and academia meet. I strongly urge you to participate.
PRACEdays17 will be held in Barcelona in May- see page 5.

Anders Rhod Gregersen
Chair of the Industrial Advisory Committee
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Join us

for one of Europe’s
most important
conferences ON
HPC IN SCIENCE AND INDUSTRY

PRACEdays17 will be held in
Barcelona on 16-18 May 2017.

PRACEdays conference
programmes are traditionally
packed with high-level international
keynote speakers and a broad
range of parallel sessions dealing
with different HPC topics in
science and industry

Visit:

www.prace-ri.eu/pracedays17
to stay up to date
PRACEdays17 forms the centre point of the European HPC
Summit Week, organised by the EXDCI project
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Natural strength:
micromechanics of biocomposites
Composite materials made up of inorganic and biological matter present remarkable
properties including fracture resistance, toughness and strength. Professor Frauke Gräter
and her team have been investigating the mechanical properties of nacre, a material found in
nature that possesses great stability due to its elaborate hierarchical nanostructures
calcium carbonate found in nacre comes in the form of aragonite,
a crystalline structure commonly found in nature,” she says.
“A wider debate in materials science at present is the role that
flaws — tiny errors in the molecular structure — have on the
mechanical performance of crystals. Experimental data shows
us that these flaws exist in aragonite, so we want to determine
whether or not these nanometre-sized gaps in structure cause
the material to fail earlier under stress.”

Frauke Gräter

Behaviour at the nanoscale is notoriously hard to predict, and
as such it does not necessarily follow that flaws in a structure at
this level will confer the same type of structural weakness that
flaws of a similar proportion do at the macroscale. However,
Gräter and her team have found that these flaws do indeed
have an impact on the structural mechanics of aragonite. “Using
11.5 million core hours on the HERMIT supercomputer, we have
extensively simulated crystals of different sizes, with different
sized flaws and at differing loading conditions,” she says. “We
found that even the smallest flaw of a few atoms causes the
crystals to fail earlier.”

“Using 11.5 million core hours
on the HERMIT supercomputer,
we have extensively simulated
crystals of different sizes, with
different sized flaws and at
differing loading conditions”

T

he iridescent shimmer found on the inside of seashells
and the outside of pearls is caused by a substance
called nacre. It is one of the strongest and most
resilient materials found in nature due to its composite
structure, pairing stiff but brittle calcium carbonate crystals
with soft layers of protein that give it an elevated resistance
against fracture. Biomaterials such as nacre are highly organised
at the nanoscale, so by studying this organisation, it may be
possible to elucidate the source of their remarkable mechanical
performance, which often outstrips synthetic equivalents.

As part of its work, the group developed a method called force
distribution analysis. When engineers want to test the stability
of a structure, they use crash test simulators. Force distribution
analysis does the same thing but at a molecular scale. It exists
as a patch for GROMACS, a widely used molecular dynamics
code, and has been integral to understanding the role of flaws
in the crystals. “Our programme highlighted the areas at which
stress concentrates when placed under load, and it was clear
to see that even tiny flaws cause stress to concentrate at that
point,” Gräter states.

Structurally, the majority of nacre is made up of calcium
carbonate crystals that are several tens of nanometres thick.
These are stacked in a very organised manner similar to a
traditional ‘bricks and mortar’ arrangement. Intersecting these
crystals in parallel stripes are layers of protein and chitin, only a
few nanometres thick, which provide extra mechanical stability.
Professor Frauke Gräter of the Heidelberg Institute for
Theoretical Studies has been leading a project investigating
the separate components of nacre under physical loads. “The
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Left: Aragonite is the crystal form of
calcium carbonate found in nacre, a
unit cell of which is shown in the left
panel (calcium in green, carbonate
in red/green). A nanometre size flaw
as it occurs in nacre is the initiation
point of the crack in aragonite under
tensile load and significantly impacts
its strength according to Molecular
Dynamics simulations (right panel).

“Our programme highlighted the
areas at which stress concentrates
when placed under load, and it was
clear to see that even tiny flaws cause
stress to concentrate at that point”

This discovery has forced the team to look for alternative
sources for nacre’s strength. They now believe that a protein
component may compensate for flaws in the crystalline
structure of aragonite. “If protein is able to fill in the gaps of the
crystals, it may be acting as a shock absorber, dissipating the
forces and stress concentrations and thus allowing the crystal
to behave as if it is flawless,” explains Gräter.
The researchers carried out some preliminary studies on
the peptides present in the protein layer of nacre and their
interaction with the aragonite crystals. Some amino acids in the
peptide, glutamate and aspartate, have negatively-charged side
chains that bind to the positively-charged calcium ions present
in the crystal. The study involved binding these peptides to the
crystal surface and then pulling them off. It was shown that the
bond is very strong.

The next step for the researchers will be to simulate the two
components in action together. “The idea that the protein layer
acts as a sort of shock absorber in nacre has been around for a
while, but what that idea is really missing is actual data about
how the forces are propagated from one layer to the other at
the molecular scale,” Gräter states. “We are aiming to provide a
solid basis for what has already been speculated.”

Further studies have yielded interesting results regarding the
flaws. “Flaws in the aragonite tablets are not empty but are
filled with protein,” explains Gräter. “This happens during the
process of biomineralisation in which proteins guide the specific
size and orientation of the crystals as they form. Sometimes
during this process, these proteins get stuck inside the minerals
and become encapsulated inside their own creation.”

Biocomposite materials such as nacre are found everywhere in
nature, including teeth and bones in the human body. Similar
arrangements of stiff crystalline blocks and thin soft organic
layers confer similar structural integrity. At present, materials
used to replace bone and teeth, such as ceramics, are fully
inorganic, but Gräter’s work may provide a push towards
creating similarly structured synthetic materials that closely
mimic the mechanical stability of the original skeletal tissue.

Through simulations, Gräter and her team have found that the
presence of these proteins can alleviate the effect of flaws on
the mechanics of nacre. The flaw weakens the structure, but the
proteins’ high affinity to the mineral means they are tethered in
very tightly, allowing force to propagate through them as part of the
structure. “These proteins act a bit like a glue,” says Gräter. “They
are softer than the mineral but can help to enhance toughness.”

Resources awarded by PRACE

This project was awarded 11.5 million core hours on
HERMIT hosted by GCS at HLRS, Germany
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Welding simulations
for industry

Tobias Loose

Welding simulations hold vast potential for industry, allowing testing
of numerous variations of assemblies for strength. However, due to
the long duration of simulation times, they are not yet widely used.
Tobias Loose has been coordinating a project to test how well welding
simulations will run on massively parallelised computers to finally
bring these types of simulations to a wider audience

W

Tobias Loose has been running numerical welding simulations on
computers since 2004, when he started his PhD at the Karlsruhe
Institute of Technology. When he completed his doctorate, he
started his own company so that he could continue working in this
area. “It is not an established area of industrial simulations,” says
Loose. “In 2007, my company was one of the first in the field. At
that time, the long duration time for simulations was preventing
their acceptance by industry. I realised that I needed to educate

elding literally holds the modern world together.
It is the most effective and economical way to
join metals permanently and is a vital component
of the manufacturing economy. It is estimated
that more than 50% of the world’s domestic and engineering
products contain welded joints. Methods for providing insight
into the structural properties of welds can help make these
products stronger and safer.
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“I want potential customers
to see the possibilities
that high performance
computing offers for
welding simulations”

the market about welding simulations if my company was going to
be a success.”
Loose’s company, Ingenieurbüro Tobias Loose (ITL), specialises
in simulations for welding and heat treatment and provides
engineering consulting for industrial customers. The goal of
welding and heat treatment simulations is to determine the final
state of the assemblies after the manufacturing processes, as well
as to optimise the processes themselves.
Welding simulation models need a fine discretisation in the weld
area. Furthermore, industry has been requesting the analysis
of large assemblies as well as the analysis of thick plates with
multi-layered welds. In addition, welding is a transient process
and its numerical analysis involves a large number of time steps.
This leads to welding simulation models with a large number
of elements and a large number of time steps, resulting in long
simulation times on small computing clusters.
Loose has carried out pioneering work in welding simulations
using the LS-DYNA multiphysics simulation software. “The biggest
problem we face with welding simulations in general is that they
have to be large models,” says Loose. “This is because of both
the fine discretisation of the mesh, and the long simulation times
that are necessary. With smaller models you may be looking at
one or two hours of simulation time, but larger industrial ones can
take days or even a week. This is the reason I first decided to start
using HPC resources.”

“The SHAPE project allowed
me to test my simulations as
well as receive guidance and
support from the staff
at HLRS”

There are several kinds of welding simulations. The welding
process simulation is a fluid analysis in which the droplet,
the flow in the melt pool and the solidification are analysed.
The other kind of welding simulation —and the one in which
which Loose is involved — is welding structure analysis. This
comprises a coupled thermal-mechanical analysis on a discrete
finite element mesh, and allows the analysis of the distortion
and stress of welded structures.
Loose’s goal after the SHAPE project is to apply the knowledge
gained about HPC-aided welding analysis to his customers’ designs.
“My hope is to provide HPC as part of my welding consultancy,
which supports the design and optimisation of welded assemblies.
If someone wants to test a number of variants of a certain design in
a short space of time, I could help them do that.”
Together with other partners, Loose has produced a white paper
that outlines the feasibility and performance of parallelised
welding analysis using LS-DYNA. “I want potential customers to
be able to see the possibilities that high performance computing
offers for welding simulations. This will help to improve the
acceptance of simulations in this area in general and will help
to drive more business for ITL. I have an account with the HPC
cluster in Stuttgart (HLRS) that allows me to use their resources
remotely from my office, so we are ready to go now.”

For more information
www.tl-ing.eu
www.dynaweld.eu
www.hlrs.de
www.dynamore.de

The Finite Element Code LS-DYNA on high performance computers
provides good performance for welding analysis and permits
parallelised computation using domain decomposition. While the
parallelised LS-DYNA code has successfully been used in explicit
crash analysis, parallelised welding simulation is a new field for the
LS-DYNA solver and and it has not been tested.

Resources awarded by PRACE

This project was awarded 50 000 core hours on HORNET,
hosted by GCS at HLRS, Germany.

Publications

After discussions with DYNAmore in Stuttgart (promoters of LSDYNA in Europe), Loose decided to test it. He knew that he could
not afford to have an HPC cluster in his office and so he decided
to apply to SHAPE, a programme run by PRACE that helps support
HPC adoption by SMEs. “The SHAPE project allowed me to test my
simulations as well as receive guidance and support from the staff
at Stuttgart,” he explains.

Loose, T. ; Bernreuther, M. ; Große-Wöhrmann, B. ;
Göhner, U.: SHAPE Project Ingenieurbüro Tobias Loose:
HPCWelding: Parallelized Welding Analysis with LS-DYNA,
SHAPE White Paper, 2016
www.prace-ri.eu/IMG/pdf/WP220.pdf
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Heat transfer in
high-pressure turbines

Richard Sandberg

High-pressure turbines in aero-engines are designed using models
that approximate turbulent flow. In order to improve the efficiency
of this already extremely refined machinery, Richard Sandberg and
co-workers are carrying out detailed simulations of the flow of gas
through turbines, with the aim of creating new and improved models
for the design process

H

igh-pressure turbines are used in aero-engines directly
downstream of the combustion chamber, where gas
temperatures and speeds are very high. The nature of
turbulent flow, which is characterised by a large range of
scales, means that computing the flow of gas through these turbines
requires a lot of computational resources. Models of turbulence,
which provide an average of the effects of these different scales,
are therefore used to reduce computational cost during the design
process of high-pressure turbines.
Current turbulence models have served engineers well up
until now, but turbine design has reached a point at which a
more intricate understanding of turbulence is needed in order
to improve them. Blade aerodynamics affect the efficiency of
aero-engines, while the heat transfer from the extremely hot gas
to the turbine blades is harmful to the life-span of the turbine.
Experimental measurements have to date not been able to provide
data with enough depth to identify all fundamental mechanisms
and to explain the weaknesses of currently used design tools. This
is due to the difficulties of performing engine-scale experiments
and acquiring spatially and temporally resolved data.
Richard Sandberg and his co-worker Andrew Wheeler, both at the
University of Southampton during the PRACE project but now at the
Universities of Melbourne and Cambridge, respectively, have been
using the HERMIT supercomputer to resolve the turbulent flow over
a turbine blade within an aero-engine in very fine detail. Turbines,
especially in aircraft engines, have to work under diverse operating
conditions. For example, take-off conditions are very different to

“Whenever we did
encounter any issues, the
PRACE staff were always
there to help us out”

cruising conditions. Sandberg’s project has focused on replicating
a specific laboratory experiment carried out by the von Karman
Institute in Belgium that was representative of a high-pressure
turbine under cruising conditions. The project is part of a wider effort
to build a large database of high-fidelity simulation datasets on highpressure turbines.
“We are interested in the heat transfer on the blade and the losses
that are generated by the blade so that we can ultimately increase
efficiency,” explains Sandberg. “In order to do this, you need to
understand what is happening inside the boundary layer – the thin
layer near the surface of the blade where the flow has to accelerate
from zero velocity on the metal to the high speed of the flow going
past the blade.
“In this thin layer, where there is a very high gradient of velocity,
you can have laminar flow,” he continues. “This is a reasonably
undisturbed layer of gas that does not transfer a lot of heat to the
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blade due to a lack of mixing. But, if you introduce disturbances
from the gas coming in from the inlet of the turbine, they will hit
this boundary layer and press the hot air against the wall of the
turbine. What we realised in this project is that it is very important
to have a detailed understanding of the inflow of gas from the
inlets, as this determines the rate at which energy is taken out of
the flow and passed into the metal.”
The experimental data from the von Karman Institute did provide
data on the turbulence fluctuation levels, i.e. amplitude, but did not
look at the size of the disturbances. Sandberg and his colleagues
have found that data on both are necessary, and their work continues
to try to understand the role of the incoming disturbances, and how
their amplitude and size affect heat transfer on to the blade.
As well as providing fundamental insights into the physical
mechanisms of turbulent flow within high-pressure turbines,
Sandberg and his colleagues are also using the data from the
PRACE project along with data from other simulations to create a
database that can be used to develop better models of turbulence.
“Existing models contain a lot of assumptions and even errors in
their calculations,” says Sandberg. “We have developed a machine
learning approach to probe our database and generate new
models trained for particular environments which can give much
better predictions at lower cost.”

“The turbine blade is essentially
an aerofoil, so we will be able
to design models for anything
which uses such a blade”
The database can be used to develop, design and train new models
for a wide range of applications. High-pressure turbines are just
one example; topologically similar flows such as in wind turbines
and tidal turbines are other potential targets. “The turbine blade
is essentially an aerofoil, so we will be able to design models for
anything which uses such a blade,” says Sandberg.

Instantaneous contours of density gradient from high-pressure turbine
vane simulation, highlighting vortex shedding and pressure waves
originating from the trailing edge.

work, providing different turbulent flow situations for the researchers
to simulate.
Having become accustomed to using the ARCHER supercomputer
in Edinburgh, Sandberg and co-workers found the switch to the
machine in Stuttgart, which has similar architecture, to be relatively
straightforward. “Our code was already designed to work on this type
of machine, but the extra computational power it provided allowed
us to carry out simulations at a much higher fidelity than we had
ever done before,” he says. “Whenever we did encounter any issues,
however, the PRACE staff were always there to help us out.”

For more information

www.hlrs.de/home
www.findanexpert.unimelb.edu.au/display/person742813

The researchers are continuing their simulation work using HPC
resources from all over the world. The aim is to increase the size of
the database to develop a better understanding of the effect of inflow
disturbances on the overall blade performance and continue to create
better models. “The whole process of building a model benefits from
having datasets on a wide range of flows, because these can be used
as building blocks to train the models,” explains Sandberg.

Resources awarded by PRACE

This project was awarded 35 million core hours on
HERMIT hosted by GCS at HLRS, Germany

Publications

Wheeler, A.P.S., Sandberg R.D., Sandham, N.D., Pichler,
Michelassi, V., Laskowski, G. “Direct Numerical Simulations
of a High Pressure Turbine Vane”, J. Turbomachinery,
138(7), 2016.

The project was carried out in close collaboration with the research
arm of General Electric, who provided Sandberg and his colleagues
with ideas for simulations that might prove beneficial for their work.
Other industrial partners have been included in their wider field of
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Preparing for
exascale computing
Exascale computers are expected to arrive within the next decade.
Reaching this landmark will rely on massive parallelism, which will bring
with it huge challenges. The EXA2CT project brings together experts at
the cutting edge of high performance computing software, solvers and
Tom Vander Aa

algorithms in order to prepare Europe for the arrival of exascale computing

N

applications have been developed to demonstrate the algorithms
and programming techniques developed in the project, with the aim
of bootstrapping the creation of genuine exascale codes.

umerical simulation has become a crucial aspect of
science, engineering and industry in Europe. The
advancement of simulation as a discipline relies on
models that require increasingly more computational
resources to run. Due to limitations in the increase in single
processor performance, exascale machines will most likely rely
on massive parallelism on and off chip. As a consequence, the
programmability and reliability of such exascale computers will
present formidable challenges.

Solvers that scale to exascale

The EXA2CT project is subdivided into three collaborating
packages. The first part is concerned with understanding and
reducing communication bottlenecks in extreme-scale solvers
and studying fault-awareness and tolerance in numerical solvers.
“Making sure algorithms are scalable is very important,” says Tom
Vander Aa, the EXA2CT project manager. “If the algorithm doesn’t
scale, it doesn’t matter whether you are using the right techniques
or programming models; the application won’t scale.

Reduced reliability demands novel fault-aware algorithms and
support software. In addition, new and often more complex
simulation algorithms will be necessary due to the growing impact
of parallel imbalance and communication overhead. Keeping
multiple processors busy whilst simultaneously ensuring they
communicate effectively with each other is difficult! Without
taking these issues into consideration, a large class of numerical
simulations will never scale beyond petascale. This in turn will
hinder development and prevent European science and industry
reaping the benefits of exascale computing.

“In a computational fluid dynamics simulation, for example,
you will have numerical solvers attempting to solve very large
systems,” he continues. “Current linear solvers will not scale to
exascale due to issues with global communication, bandwidth and
lack of resilience. What we have been trying to do is to rearrange
the order of computations in such a way that the solution remains

“Many experiments have already been performed on Tier-1 systems to assess
scaling of the proto-applications, but to approximate exascale, Tier-0 systems
are currently the best options since they allow us to get insight into the exascale
bottlenecks. This is why working with PRACE has been essential for our work”
The EU-funded project EXA2CT project brings together experts at
the cutting edge of the development of numerical solvers, and HPC
software architects for programming models and communication
with the aim of developing parallel programming models and
numerical solvers suitable for exascale computers.
These frameworks, programming techniques and numerical
algorithms have been showcased on a number of open source protoapplications derived from real-world numerical HPC applications.
EXA2CT is part of a wider European effort to address the challenges
the exascale future holds. A number of open source proto-

the same but there is more opportunity to overlap communication
and computation. We need to make sure that the solver does not
have to wait for a result from somewhere else so that the whole
computer can be used to its highest capacity.”

Programming models

As well as working on algorithms, the EXA2CT project has been
developing parallel programming frameworks and middleware for
extreme-scale applications based on the parallel global address
space (PGAS) model. “There are increasing levels of parallelism in
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EXA2CT’s first proto-application is a computational fluid dynamics
proxy kernel aimed at ghost cell exchanges in unstructured meshes

supercomputers,” explains Vander Aa. “Therefore, to get the most
out of supercomputers you need to keep billions of components
busy all at once. Traditional supercomputer codes will not work
as well as parallelism increases. We are working on programming
models for parallel computing that will help address this issue.”

Development of proto-applications

The final part of the EXA2CT project involves creating protoapplications based on a number of European reference HPC
applications. At the end of the project these proto-applications
will be packaged and released as open-source.

consumption, the overall system-memory size is expected to grow
moderately. So due to the increase in the number of cores, the
available memory per core is expected to shrink rather than grow.
The EXA2CT project investigates these future trends by recreating
the same environment on current systems: “Many experiments
have already been performed on Tier-1 systems to assess scaling
of the proto-applications, but to approximate exascale. Tier-0
systems are currently the best options since they allow us to get
insight into the exascale bottlenecks,” says Vander Aa. “This is
why working with PRACE has been essential for our work.”

“Members of our research group have taken applications from
various areas, including physics, chemistry and aviation,” says
Vander Aa. “We take a small part of their application — called a
proto-application — and try to propose solutions and new ways
of working that will make them more scalable. This can be an
algorithm, data-structure, numerical solver, or communication
scheme used in this application. The proto-application allows
us to study the behaviour and scalability of this aspect of the
application while dispensing with many of the problems arising
from debugging, running and benchmarking a full application.
We can then use these applications to test and benchmark new
algorithms, numerical solvers or parallel programming techniques
developed in EXA2CT.”

For more information

Preparing for exascale

Daniel Grünewald, Christian Simmendinger. “The GASPI
API specification and its implementation GPI 2.0.” 7th
International Conference on PGAS Programming Models.
Vol. 243. 2013.

www.exa2ct.eu

Resources awarded by PRACE

This project was awarded 5 million core hours on
Fermi, hosted by CINECA, Italy, and 5 million core hours on
MareNostrum hosted by BSC, Spain

Publications

Siegfried Cools, Emrullah Fatih Yetkin, Emmanuel Agullo,
Luc Giraud, Wim Vanroose. Analysis of rounding error
accumulation in Conjugate Gradients to improve the
maximal attainable accuracy of pipelined CG. [Research
Report] RR-8849, Inria Bordeaux Sud-Ouest. 2016.

Exascale systems are expected to be available in less than a
decade. Even though specific details of these exascale systems
remain unclear, some features and characteristics of such
systems are likely to appear earlier. For example, the predicted
growth in the number of cores is likely to happen to the cores
per node, rather than the number of nodes, so that nodes would
be composed of several hundred cores. An exascale simulation
will require at least 10 million of these cores. Also, due to energy

EXA2CT: Scaling European HPC Applications to Exascale,
Intel European Exascale Labs Annual Report 2015, http://
www.exascale-labs.eu/
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Electromagnetic stirrer
simulations for the steel industry
Moving away from their in-house computing capabilities, Italian SME Ergolines is employing
supercomputing facilities provided by PRACE to radically improve the steel casting process.
The SHAPE Project was jointly led by Dr Ahmet Duran and Dr Yakup Hundur from Istanbul
Technical University (ITU), and Ergolines’ scientific team, to simulate the complex geometries
that will help to improve Ergolines’ design and product development

I

n the steel making industry, advanced technologies are needed
to optimise the different stages of the steel casting process. In
continuous steel casting, dedicated electromagnetic stirrers
(EMS) can be used in the very first stage of the process to
optimise energy consumption during the melting of metal scrap
within the electric arc furnace (EAF). Aside from improving the
homogeneity of the heat distribution in the furnace, the use of EMS
enhances the casting process overall to reduce furnace wear, boost
efficiency and optimise costs and productivity.
Ergolines s.r.l. is a world leader in the design of EMS for continuous
steel casting. Based in Italy, Ergolines has teamed up with
experts from Istanbul Technical University (ITU) to exploit the
HPC capabilities of CINECA’s Fermi supercomputer in order to
further optimise the design of EMS. Dr Ahmet Duran and Dr Yakup
Hundur, associate professors at ITU’s departments of mathematical
engineering and physics engineering respectively, approached
this using magnetohydrodynamic (MHD) simulations to combine
electromagnetics and fluid dynamics.

Yakup Hundur

Discretising the melting of steel in an EAF is not a simple task. Firstly,
there are geometrical constraints to analyse, then the calculation
of electromagnetic performance, simulation, and finally parameter

optimisation and calibration. As an iterative multiple simulation
process, the calculation of electromagnetic performance, fluid
dynamic simulation, and parametric calibration are repeated until the
required electromagnetic performance is achieved. Before working
with ITU, Ergolines used its own in-house OpenFOAM codes to run
simulations that took approximately 15 hours. Open FOAM is an
open source software dedicated to computational fluid dymanics
(CFD). Through the SHAPE programme, the Fermi supercomputer
dramatically reduced the computational time of the simulations.
With it, 15-hour simulations are cut down to 20 minutes. Such
dramatic reductions in time scales mean a great deal, allowing
for much more experimentation and fine tuning for an optimised
product. By taking advantage of their consolidated experience with
international research projects on multi-physics simulations for
industrial applications, Ergolines and ITU cooperated by exploiting
their respective CFD and MHD competencies. The work required
people with experience in physics, mathematics, mathematical
modelling, mechanical engineering, HPC programming and design,
and also industrial application.

Ahmet Duran
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computational load between the cores. For ITU and Ergolines, this
means they can obtain superior performance in terms of speed-up
and computational time.

Fluid-dynamic simulation: velocity field displayed as flux lines

In this project, the Ergolines and ITU teams used finite element
method (FEM) simulations to break down the larger problems
into smaller, simpler parts on a mesh. Ergolines’ scientific team
was composed of Isabella Mazza, Cristiano Persi and Andrea
Santoro. Mehmet Tuncel, Duran’s student at ITU, also provided
significant contributions to the project. Supercomputers allow
you to create finer meshes which are useful for solving problems,
but with finer meshes come higher computational costs. Per
mesh, they used three million finite elements. Here, scalability
is of vital importance. A software package with no scalability
cannot be used in industry. It should be possible to tune both
the electric parameters, like current and frequency, and the
process parameters.

Ergolines and ITU were able to obtain scalability until 512
cores, but used over a thousand. This allowed the dramatic
reduction in simulation times that are so beneficial to Ergolines’
experimentation, affording rigorous analysis of the fluid-dynamics
of liquid steel when it is under the influence of EMS. This wealth of
data can be used by Ergolines to optimise their customised EMS
designs for a more efficient and cost-effective industrialisation
process. Overall, both PRACE and the European Commission have
recognised the project as a great success. Ergolines expects up to
a 10% increase on their annual returns, so the project has made
them more competitive in this area.
Beyond 512 cores, however, speed-up growth-rate gradually
decreases to a saturation point. The ITU team would like to explore
this area further with even finer meshes. Instead of three million
elements per mesh they could use ten million or higher, allowing
them to extract even more information from the simulations. There
is the possibility of increasing the number of iterative multiple
simulation processes. Finally, the simulations carried out at on
Fermi concentrated on the first phase of the casting process.
Furthermore, Duran is interested in exploring the solidification
stage as well, by using other HPC codes and simulations. The
project partners at PRACE, Ergolines and ITU have all expressed an
interest in future collaborations and, as illustrated by the partners,
there are plenty of avenues in the steel making process yet to
explore and build upon with HPC.

“Ergolines expects up
to a 10% increase in
their annual returns so
it has made them more
competitive in this area”

For more information

www.ergolines.it
www.prace-ri.eu/IMG/pdf/WP214.pdf
web.itu.edu.tr/aduran
web.itu.edu.tr/hundur

Resources awarded by PRACE

This project was awarded 250 000 core hours on Fermi
hosted by CINECA, Italy; 200 000 core hours on Curie
hosted by GENCI at CEA, France; and 250 000 core hours
on JUQUEEN hosted by GCS at JSC, Germany, under
the 21st cut-off of PRACE Preparatory Access which
supported the Second Call of PRACE’s SME HPC Adoption
Programme in Europe (SHAPE)

Another area that required particular attention was the choice of
domain decomposition methods and how parallelisation affects
computational performance. There are two domain decomposition
methods: simple and hierarchical, both of which were tested.The
simple method produces a mesh where the number of elements
per unit volume is, in general, not the same for all the elements.
This implies an unbalanced load distribution for the cores. This
approach, however, is suitable for geometries that are simpler than
those used in this project. The hierarchical method, on the other
hand, can handle complexity better, and the shape of the domain
that represents the EAF is indeed complex. The hierarchical method
produces a mesh on which the number of elements per unit volume
is constant, meaning it is possible to efficiently distribute the

Publications

Isabella Mazza, Ahmet Duran, Yakup Hundur, Cristiano
Persi, Andrea Santoro, and Mehmet Tuncel, HPC-based
Design of a Novel Electromagnetic Stirrer for Steel
Casting, in EU Horizon 2020 - PRACE 4IP, SHAPE White
Paper, April 2016
www.prace-ri.eu/IMG/pdf/WP214.pdf
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Gravity-driven bubbly flows
Understanding gravity-driven bubbly flows is useful for a number
of industrial processes, but observing bubble dynamics through
experimental investigations can be impractical. Néstor Balcázar has been
developing and using direct numerical simulations of these bubbly flows
in order to capture the physical phenomena that take place within them
complex and highly non-linear problem. Therefore, the use of exact
analytical solutions is restricted to the simplest cases, and the
design of experiments to observe these types of flow is difficult due
to limitations in optical access.

ravity-driven bubbly flows play an important role in many
natural and industrial processes. For instance, steam
generators in thermal power plants, boiling heat transfer
in heat exchangers and unit operations in chemical
engineering such as distillation, absorption, and bubble reactors.
These applications have motivated a large amount of analytical,
experimental and computational research on the modelling
of bubbly flows. However, despite those efforts, the current
understanding of these types of flows and their predictive models
are far from satisfactory.

Néstor Balcázar is part of a PRACE-supported project coordinated by
Professor Assensi Oliva at the Universitat Politècnica de Catalunya
that has been using the power of supercomputers to get around
these problems. “By performing direct numerical simulation (DNS)
of the Navier-Stokes equations as a means of performing controlled
experiments, we have found an excellent way to measure bubbly flows
in a non-invasive manner,” he explains.

The motion of bubbles involves the presence of moving interfaces
between two different fluids (gas-liquid or liquid-liquid), a strong
flow field, and interactions between the bubbles, for instance
coalescence or collision of the bubbles. From a mathematical point
of view, the physical description of these phenomena leads to a

Velocity field generated by the interaction of multiple bubbles.

Many challenges need to be addressed in order to perform DNS
of bubbly flows. From a physical point of view, bubbly flows
contain an enormous range of scales, from nanometre-size

Gravity-driven motion of a swarm of
deformable bubbles in a vertical pipe.
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films between colliding droplets, up to large-scale turbulence
generated in the flow field. Resolving all scales limits the size of
the systems that can be studied.
From a numerical point of view, bubbly flows are very difficult to
simulate due to the high-density ratios, strong flow dynamics, surface
tension and bubble interactions. These factors make it necessary to
use accurate and robust numerical methods, very large computational
grids, and lots of computer hours to solve the governing equations.
“Recent efforts have helped to develop accurate numerical methods
to simulate these flows, but they are extremely expensive from a
computational point of view,” says Balcázar . “A compromise is
needed between what is realistic in terms of physical properties and
system size, and what is practical in the context of the computing
resources provided by current supercomputers.”

“The computational resources
provided by PRACE, in combination
with DNS methods developed in this
project, have opened the possibility
to analyse bubbly flows in ways
that are extremely complicated or
impossible to do with experiments
or theory alone”
The project has two main objectives. The first is to develop accurate
and robust numerical methods to perform DNS of bubbly flows,
which can be validated against experiments from the literature. The
second objective is to provide better insight into the phenomena
and mechanisms of gravity-driven bubbly flows in vertical channels,
including the forces on the bubbles, the effect of the bubble shape on
the flow, and the effect of bubble interactions.

Accurate and detailed experiments of two-phase flows are difficult
and expensive, and so high performance computing has played an
important role in advancing research in this field. “ The computational
resources provided by PRACE, in combination with DNS methods
used in this project, have opened the possibility to analyse bubbly
flows in ways that are extremely complicated or impossible to do
with experiments or theory alone,” says Balcázar. “For instance, DNS
allows us to control the diameter distribution of bubbles, the shape
deformation, their coalescence, and the flow conditions, which is
difficult to do accurately using an experimental approach.”
The MareNostrum supercomputer, hosted by BSC, Spain, was used
during the project to run the numerical simulations. Typical cases take
many millions of computer hours in order to get a good picture of the
physical phenomena or to achieve steady state results. Computational
resources needed to perform such simulations are not available in local
clusters, so access to PRACE resources were essential for the project.
Once the simulations have been performed, it will be necessary
to analyse the large amount of data generated by DNS. “Some
of our results have been published, while others are still in
process,” says Balcázar. “We are now releasing the remaining
results to the scientific community.”
The present project is part of an ambitious plan designed to
contribute a better understanding of gas-liquid multiphase flows.
Next steps include the development of novel numerical methods
and algorithms for the simulation of complex interfacial physics. It
includes two-phase flows with variable surface tension, for instance
thermocapillary flows and the effect of contaminants or surfactants
on bubbly flows, and two-phase flows with phase change like boiling
flows and droplet vaporization.
As computer technology develops, the capacity of DNS as a scientific
tool to explore complex physical phenomena also increases. It is
therefore of great importance to continue with the development of
novel numerical methods and more efficient algorithms to explore
complex interfacial physics, which include interfacial heat and mass
transfer, variable surface tension and phase change.

The results of this research will potentially have a significant impact
in many scientific and industrial fields. The immediate outcomes
will mainly be see in scientific publications in academic journals
and conferences, which provide important benchmark DNS data to
promote collaborations and to help in the development or comparison
of different numerical approaches. “Our work is expected to have
a long-term impact in the energy and chemical processes industry,
where bubbly flows play an important role,” adds Balcázar.

For more information
www.cttc.upc.edu

Resources awarded by PRACE

This project was awarded 22 million core hours on
MareNostrum hosted by BSC, Spain

Publications

Balcázar, Néstor; Lehmkhul, Oriol; Jofre, Lluis; Rigola, Joaquim;
Oliva, Assensi. A coupled volume-of-fluid/level-set method
for simulation of two-phase flows on unstructured meshes.
Computers and Fluids 124, Pages 12-29. January 2016. DOI:
http://dx.doi.org/10.1016/j.compfluid.2015.10.005

The opportunity to better understand the behaviour of bubbly flows
and improve the modelling techniques available will be a significant
outcome of this research for engineering simulations. There is
already a spin-off company, which is ready to exploit the results for
industrial purposes.
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Farming by numbers
Denis Wouters

The agricultural sector is ripe for a technological revolution. Faced with
the Herculean challenge of producing ever greater quantities of food
for the planet, Dr Denis Wouters aims to help implement numerical
technologies in an industry that needs to make more and use less

T

he global agricultural industry faces tough challenges.
In order to meet the needs of a growing population,
it is estimated that worldwide agricultural production
must undergo a 50% increase by the year 2050. In its
present state, however, it is already responsible for consuming
around 70% of the earth’s water resources (responsible for
70% of water consumed each year on earth) and up to 32%
of greenhouse gas (GHG) emissions. In order to reduce this
environmental impact, the hunt is on for new plant varieties that
can produce better yields with fewer inputs.
Since it was founded in 2014, the French company CybeleTech
has used its considerable expertise in numerical technologies to
develop tools, software and services to provide solutions to the
challenges facing the agriculture sector. “We want farmers to be
able to produce more with less, to give plants exactly what they
require,” says Dr Denis Wouters, CybeleTech’s resident expert
in HPC and data analysis. “There is a great need to identify
new plant varieties that are more efficient and we think that
numerical technologies are one of the best ways to overcome
these challenges.”

Finding new varieties is indeed a challenge. Major seed companies
already invest large sums in field trials, constantly experimenting
with new varieties under various conditions to find the best ones. The
whole process, however, can take up to 10 years. CybeleTech’s goal
is to substitute these field trials with numerical simulations of plant
growth in order to help seed companies achieve superior varieties in
a way that significantly reduces the cost to the environment, saving
them both time and money.
Plant growth modelling requires some extremely complex
calculations. “It is very expensive in terms of CPU time,” says
Wouters. “We ended up using all of the Curie supercomputer
resources allocated to us through the SHAPE programme.” That
is because the simulations that Wouters and the CybeleTech
team have been working on need to take into account the
intricate web of processes impacting plant growth. Field trials are
comparatively simple, relying on yield observations, for instance,
and then repeating the trials under different conditions. But this
is not the whole story, as Wouters explains: “If we only have
the one observation, it is difficult to unfold all the processes to
get parameters responding to each of those processes.” What
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The interaction between the genome and the environment is processed within the plant growth
model in order to gain insight on the genotypic representation from the observed phenotypes.

CybeleTech wants to do is simulate plant growth with models that
take into account the plant’s interaction with the environment.
The idea was to carry out a lot of simulations so that the project team
could identify what protocols would be best for estimating genetic
parameters. The same protocol can then be used to calibrate the
plant growth model to currently available plant varieties. In order to
define these experimental protocols there are three questions that
need to be answered: what observables, such as yield, biomass or
leaf surface, should be measured? In what quantities? And in what
environment? “Our goal is to disentangle the interaction between
the genotype and the environment,” explains Wouters. “This is the
main strategy we are trying to introduce to the agricultural sector: the
possibility to select varieties based on values that are independent of

“It is very expensive in terms of
CPU time, we ended up using all
of the Curie supercomputer
resources allocated to us through
the SHAPE programme”
environment.” For instance, a farmer wants to determine the genetic
parameter of a plant by using observations in the field. They can try
to estimate the genetic parameters representing variety and then
look at the difference in these parameters between different varieties.
Type A might have a growth rate that is higher than type B, so A will
be better adapted in some conditions than B. In that case, the farmer
would prefer to select type A for that environment.

of a hundred trials per variety, it is only necessary to perform 10. This
is in no small part thanks to the experts at PRACE who were able to
assist throughout the project. “They helped us to improve scalability
and optimise the computation code itself, improving its speed by at
least a factor of two and saving us half the time,” says Wouters. “They
did not just do it on their own but helped us to do it ourselves, so next
time we will be more confident with this technology. The focus was on
performance and optimising it where you can.”
But these skills are not needed just yet. After running the
simulations, several months of data analysis have produced an
optimised protocol that will enable seed companies to carry out
fewer trials with greater accuracy. The next step for CybeleTech is
to actually implement the protocol. When this is done, the data
it produces can be used to write the model. “Soon we should be
receiving data from one of the major seed companies. Then we will
provide them with the calibration tools and the tool that allows
them to select from the genotypic parameters,” states Wouters. “So
now the big issue is to convince seed companies to actually make
the shift to this kind of protocol, which is a big thing for them.”
CybeleTech’s primary objective is a technological overhaul of the
agricultural sector. Wouters compares it to what happened in the
automotive industry, when the introduction of numerical simulations
revolutionised crash testing and allowed for more fuel-efficient
vehicles. It is never easy to change entrenched habits of a whole
industry, but at its heart, this project has a simple selling point:
numerical technologies mean you can produce more for less.

For more information
www.cybeletech.com

Resources awarded by PRACE

Thanks to the power of the Curie supercomputer, the CybeleTech team
managed to achieve an estimation of the parameter that surpasses
the accuracy of the protocol used by major seed companies. Instead

This project was awarded 4 million core hours on Curie
hosted by GENCI at CEA, France.
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Molecular dynamics simulations
for drug discovery
Research into the kinetics behind drug-protein interactions could help revolutionise drug
design. Marc Bianciotto of pharmaceutical company Sanofi is a member of a consortium
that is running simulations that will describe in great detail how certain drugs bind and then
unbind from their targets in the human body.

P

eople take drugs to cure diseases or to alleviate healthrelated problems. In principle, a drug molecule exerts its
clinical effect by blocking or activating a disease-related
target within the human body for a certain period of time.
The nature of the disease being treated dictates whether a drug
should interact with its target for a relatively short period of time
or for a more prolonged duration. For instance, a drug to treat
insomnia should help the patient sleep at night but not make them
sleepy during the day. A drug to treat hay fever should provide
relief for a substantial time and not just for a few minutes. How to
develop drugs with the correct properties that produce the right
effect for the right amount of time is an important challenge for the
pharmaceutical industry.
Dr Marc Bianciotto is an industrial drug designer at Sanofi. “My
work involves various areas of modelling,” he says. “This includes
analysing large numbers of molecules and how they differ from
each other, as well as looking very precisely at individual molecules
and understanding how they interact with their target.”
Sanofi is part of a European research consortium called K4DD,
which stands for “kinetics for drug discovery”. Kinetics is the area
of chemistry that looks at factors that affect the rate of chemical
reactions. As part of the Innovative Medicines Initiative (the world’s
biggest public-private partnership in the life sciences), K4DD
brings together partners from big pharma, smaller commercial and
non-profit entities and academia.
Marc Bianciotto
Credit: N Massoud

Currently, there are a number of techniques used to make
predictions on how the pharmaceutical properties of molecules
in a given series of compounds will differ from one to the next.
However, it is not yet known which of these techniques works
universally. “To understand kinetic properties at the molecular
level requires taking into account several phenomena that are
usually avoided in drug design,” explains Bianciotto. “For instance,
the protein targets often exhibit a degree of flexibility, allowing
for an increased affinity with the drug. Also, understanding the
structure of transient states of the drugs which exist between the
bound and unbound states of the molecule is crucial in terms of
furthering knowledge on the kinetics of these reactions.”

Transient states are difficult to find and difficult to characterise,
but must be studied to gain a proper understanding of kinetics.
This is done by simulating molecular systems in great detail;
not only describing the protein and the ligand, but also all of the
molecules in the surrounding environment. “Tens of thousands of
atoms have to be described for a relatively long time in order to
provide an adequate description of the kinetic phenomena that are
occurring,” says Bianciotto.
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When a drug molecule meets its target it spontaneously binds
with it, after which it slowly unbinds. There is mounting evidence
that knowing how fast or slow a drug binds (association), and
also how fast or slow it comes off again (dissociation), represents
an important predictor for a potential drug molecule’s efficacy
and safety. The process of dissociation is very slow, so when
studying it computationally, there are techniques that can be
used to accelerate dissociation. Bianciotto is investigating
the most useful techniques for this purpose using the hours
allocated to the project by PRACE.
Interest in kinetics has only become widespread in the
scientific community in recent years, and so the computational
methods for studying it are not yet well validated. At present,
there is a lack of good data available in the literature
because most of the data generated up until now has been
generated by pharmaceutical companies and has therefore
not been disclosed in the scientific community. “One of the
objectives of K4DD is to perform excellent quality measurements
for several series of protein-ligand systems so that the scientific
community has a good basis to start understanding structurekinetics relationships,” says Bianciotto.

“I think the fact that industry
can collaborate on open
science projects such as this is
a real game changer”
Several colleagues from the K4DD consortium have been collecting
experimental data on kinetics constants and solving the x-ray
structures of the protein-ligand pairings. This has provided the
structural and kinetic information necessary to properly describe
the systems for simulation. The idea behind the simulations done
on the Fermi and Marconi supercomputers is to benchmark some
of the computational techniques published by researchers in the
consortium against this data.
“Working with colleagues from the Heidelberg Institute for
Theoretical Studies at the Ruhr-Universität Bochum, were
originally allocated time on the Fermi supercomputer, but this
was recently replaced by the much newer Marconi system, so we
have had to spend some time to adapt our simulations to the new
architecture,” says Bianciotto. “Once we complete this we will be
able to return to working on our prediction runs.”

Ligand exiting from HSP90 N-Ter binding site

area of work. Many of the people involved would never have
otherwise had the chance to run these big calculations. I think the
fact that industry can collaborate on open science projects such as
this is a real game changer.”
Simulations are still taking place, and Bianciotto is pleased and
surprised at what is being discovered. “We had no idea at the
start which techniques would prove to be successful and valid,”
he says. “From our initial results, it seems that non-equilibrium
methodologies which are fairly quick to run are actually giving a
good signal. We will see later how well these work compared to
more elaborate techniques, but at the moment everything we have
found has, in my opinion, been a pleasant surprise.”

For more information

www.sanofi.com
www.k4dd.eu

Resources awarded by PRACE

“The support and the time on supercomputers we received from
PRACE has been invaluable,” says Bianciotto. “As a consortium of
industrial researchers working together closely with academia, it
is really great to have the opportunity to share data in this exciting

This project was awarded 33 million core hours on Fermi
hosted by CINECA, Italy.
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Nanodevices: the final frontier
The continued improvement of computing power in recent history has largely relied on creating
ever-smaller transistors. They have now reached a point that quantum effects could hinder their
functionality if they become any smaller. Yann-Michel Niquet, a researcher at CEA in France, is leading
a PRACE-supported project that has been simulating and modelling these nano-sized devices using
quantum mechanics in order to explore the quantum effects on transistors at this scale

Model for an ultra-scaled nanowire
device: A 3.5nm diameter silicon
nanowire is connected to bulk silicon
contacts (red). The current is controlled by a metal gate (grey) isolated
from the nanowire by SiO2 (green)
and HfO2 (blue) oxides. The white
dots in the contacts are phosphorous
atoms implanted in silicon in order to
make it conductive.

the “10nm node”. Yann-Michel Niquet of CEA has been working
alongside semiconductor manufacturers STMicroelectronics on a
PRACE-supported project called QUASINO to try to achieve this.
“The idea behind our project was to use non-conventional methods
to investigate the best ways to design the next generation of
transistors,” he says. “Most simulations done in this area before
have been based on “semi-classical” methods, which use a mixture
of quantum and classical physics. What we wanted to do was carry
out full quantum mechanical simulations of nanoelectronic devices
in order to answer a few questions about their underlying physics.”

I

t has been suggested a number of times in the past that the
physical limitations of transistors has been reached, i.e.
that further miniaturisation would be limited by the laws
of physics. However, a brief peek into history reveals that
proclamations like these are followed by a breakthrough that has
allowed the march of computing power to continue unhindered.
It is true that Moore’s Law — the rule that has seen computing
power approximately double every two years for the last 50 years
— may have finally become too fast for the chip industry to keep
up with. Transistors have become so small now that many believe
they are approaching the physical limit of what is possible before
quantum effects such as electron tunnelling start to play havoc
with their functionality. But research in the field continues and
transistors are still becoming smaller.

The project has been looking to quantify the physics of
nanoelectric devices, dissecting the various kinds of disorder that
can affect the flow of current. A transistor in its simplest form has
a flow of electrical current between two contacts – the source and
the drain. This current can be modulated via a gate; depending
on how much voltage is applied to the gate, the current can be
increased or decreased. “When electrons flow from the source
to the drain, they interact with various things,” explains Niquet.
“Lattice vibrations of the atoms in the system can disturb the
motion of electrons. Defects in the surfaces and interfaces of the
transistor can also affect the flow. What we have tried to do is

The International Technology Roadmap for Semiconductors (ITRS),
which sets targets for the microelectronics community, is now
pushing for researchers in the field to create transistors beyond
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create a method to describe all of these interactions in a unified
framework.”

Yann-Michel Niquet

The method used is called the non-equilibrium Green function
(NEGF) method, and is one of the most versatile approaches
to studying quantum transport effects such as tunnelling and
confinement. The methodology used by Niquet and his colleagues
from the project uses pure quantum mechanics to solve the
intricacies of the system and calculate the current inside the
transistor. Modelling and simulation using this technique will play
an increasing role in the exploration of original and innovative
designs of transistors.
The newly developed NEGF solver is based on effective mass and
atomistic tight-binding models of the electronic structure of the
materials, carefully optimised for high performance computing
infrastructures and hybrid CPU/GPU machines. This code is able
to simulate devices with realistic geometries and sizes in the 2-30
nm range, representative of the next generation of transistors
being developed today. “Our model has helped us to clarify the
roles of the various types of disorder within a transistor on the
flow of current,” says Niquet. “We have also been able to identify a
number of new mechanisms that might limit the current.”

“The idea behind our project
was to use non-conventional
methods to investigate the
best ways to design the next
generation of transistors”
One of these mechanisms involves the silicon channel that the
electrons flow through. This channel (either a silicon thin film or
silicon wire) is isolated from the gate by oxides, typically a thin
layer of silicon dioxide and a layer of hafnium oxide. The roughness
of the hafnium oxide can limit the current through back scattering.
“Although the electrons are not flowing past the hafnium oxide
interface, quantum effects at this scale are able to influence the
electrons passing through the silicon channel,” says Niquet. “This
would hardly be detectable using semi-classical methods, which
use perfect models of the transistor and then add interactions with
defects via external models. Our method uses explicit descriptions
of the geometries of the transistor, including all the defects
present, which allows us to see the complex interplay between all
the types of disorder present in the system.”

originally working on thin film transistors, but have since moved
on to nanowire transistors,” says Niquet. “We started by focusing
on the channels, and then went on to describe the contacts with
a high degree of accuracy. We have progressively improved our
simulation capabilities so that we can now model all aspects of the
nanodevice.”
Niquet is now beginning a new PRACE-supported project which
will investigate the same transistor devices but in a completely
different context. “Transistors are normally used to store classical
information in the form of binary bits,” he explains. “By very
slightly modifying these transistors it is possible to use them for
the storage of quantum information. With classical information,
you flow many electrons through the device, but with quantum
information you try to isolate just one electron and manipulate it
as a wave. This can then function as a qubit – the unit of storage
for quantum information. Quantum computers are a long way from
becoming a reality, but successfully storing qubits in a transistor is
one of the first steps towards making this happen.”

For more information

http://inac.cea.fr/en/index.php

Resources awarded by PRACE

This project was awarded 6.2 million core hours on Curie
hosted by GENCI at CEA, France

Publications

Quantum calculations of the carrier mobility in thin films:
Methodology, Matthiessen’s rule and comparison with
semi-classical approaches,
Y.-M. Niquet, V-H. Nguyen, F. Triozon, I. Duchemin, O. Nier,
D. Rideau,
Journal of Applied Physics 115, 054512 (2014).

The aim of the first phase of the QUASINO project was to use
the new method to understand existing transistor technology.
Following this, the researchers have been using this knowledge
to try to extrapolate ideas for future technologies. “We were
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Bringing combustor and turbine
simulations together

Laurent Gicquel

Never before in history has the whole world been as accessible thanks
to affordable air travel. The aircrafts that fly people across the globe
all rely on gas turbine engines which, although expensive, provide
unparalleled power for their size. Laurent Gicquel and co-workers of
CERFACS have been simultaneously simulating the combustor and
turbine inside these engines to try to improve their design

Integrated large eddy simulation of the FACTOR combustion
chamber and high pressure turbine stage: iso-surface of hot
temperature in the combustor and temperature iso-contours
on the wall and periodic surfaces

G

tapering exhaust nozzle, so the hot air leaving the engine at the
back is travelling at more than twice the speed of the cold air
entering it at the front. This is how the engine provides power.

as turbine (GT) engines are an essential part of the
aviation industry. Their high power-to-weight ratio is
unsurpassed by any other engine design, and their
flexibility, operability and potential for improvement
means that they have long held the monopoly when it comes to
powering aircraft.

Dr Florent Duchaine, Dr Laurent Gicquel and Dr Charlie Koupper,
as well as other colleagues from CERFACS and Safran are creating
numerical solutions that improve predictions of the fuel and
temperature mixing point in the engine just after the combustor.
This point is critical; for optimal performance, fuel consumption
and pollutant prediction, the temperature should be as high
as possible. However, it must not be so high that it melts the
engine! Therefore, a good engine should be able to mix this peak
temperature gas well to address these two factors.

How do GT engines work? A fan at the front sucks cold air into the
engine and forces it through the inlet. A second set of successive
fans, composing what is known as a compressor, then squeezes
the air, increasing its pressure. This dramatically increases
its temperature. Fuel is then injected into the engine in the
combustion chamber, where it burns fiercely, emitting hot exhaust
gases and producing another huge increase in temperature. The
exhaust gases rush past a set of turbine blades, spinning them
like a windmill. The hot exhaust gases exit the engine through a

Gicquel’s work on GT engines comes under the umbrella of the
European FACTOR research project. The FACTOR project had
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European manufacturers constructing a facility representative of
the back parts of an entire jet engine, including the full combustor
and the turbine. This provided accurate measurements that allowed
Gicquel and his colleagues to calibrate their numerical simulations.
“There were many institutions involved in FACTOR, but thanks to our
allocation from PRACE we were the first ones to be able to simulate
the combustor and the turbine simultaneously,” he says.
High fidelity computational fluid dynamics tools relying on the
large eddy simulation (LES) technique were developed earlier
in the project. The objective of the PRACE project is to invest
further in this direction by providing state-of-the-art validations
and predictions of combustor/turbine flows on the basis of the
FACTOR project. A fully integrated combustor/turbine LES of the
Göttingen DLR and University of Florence test facilities will produce
unprecedented high-fidelity predictions that can be gauged against
experimental data on systems where rotating parts are present.

“There were many institutions
involved in FACTOR, but
thanks to our allocation from
PRACE we were the first ones
to be able to simulate the
combustor and the turbine
simultaneously”
The difficulty of simulating both the combustor and the turbine lies
in the fact that they are physically very different. The combustor
(when being used) involves a combustion reaction and chemical
reaction. This is followed by the first turbine stage in which there
is a set of static blades, followed by high-speed rotating blades.
“Having a code that could simulate all of these flow processes is
really unique,” says Gicquel. “This is what we achieved in our work
with the PRACE HPC allocation.”

Charlie Koupper

Florent Duchaine

Gicquel. “This is based on reduced information; the complexity of
what happens at that virtual interface is not fully explored. Often
just one number is passed on, and this reduces the overall quality
of the prediction. Our combined simulations have shown that this
is the case.”
One thing the researchers noticed was that the turbulence that
crosses the virtual interface is much higher than previously
anticipated. “Mixing between the hot and cold gases is not as good
as is usually assumed,” says Gicquel. “Quality of design is lost
due to this error. In the future, it would be much better if both the
combustor and the turbine are simulated as one.”
Looking ahead, the researchers have plans to include the cooling
system into their simulations as well, in order to see if this can
help them further improve design. “We want to keep pushing
towards more complex simulations,” says Gicquel. “Another point
that has not yet been pursued is how pollutants produced in
the combustor affect the process in the turbine and afterwards.
Engines re-inject air through cooling systems at the final part of the
engine, so we want to know how this new mixture affects pollutant
concentrations. The process does not stop at the combustor –
chemicals keep being reformed and destroyed as they go along
through the engine. We still do not have a clear idea of what is
going on, especially under extreme operating conditions.”

For more information
www.cerfacs.fr

The researchers have carried out their simulations, which involved
just one representative sector of the GT engine. “The machine
consists of several burners and many blades, so we have simulated
one periodic sector of this. In the future, we would like to do
the whole engine simultaneously if we are able to secure more
supercomputing resources.”

Resources awarded by PRACE

This project was awarded 22 million core hours on
MareNostrum hosted by BSC, Spain

Publications

De Laborderie, J. et al, ASME GT2016-56344.
De Laborderie, J. et al, submitted to ETC 2017.
De Laborderie, J. et al, submitted to ASME 2017
De Laborderie, J. et al, submitted to JCP, 2016.
Duchaine, F. et al, invited speaker CINES, Nov. 2016.
Duchaine, F. et al, submitted to ASME 2017.

In today’s industry, there are separate dedicated research groups
for combustor simulations and turbine simulations. Due to this
separation of the two parts of the engine, a virtual interface exists
between the combustor exit and the inlet of the turbine that is not
present in reality. “The two components are artificially cut at this
point, and they must therefore exchange information,” explains
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Vortex Bladeless: changing the
direction of wind power
Inspired by a strange event from American history, Vortex Bladeless aims to harness the
power of vorticity for a new generation of wind turbine. With the help of the MareNostrum
supercomputer, the challenging simulations are taking computational fluid dynamics (CFD) to
previously unknown areas

S

the Vortex Bladeless mast is expected to cost less, last longer and
be more socially acceptable than conventional wind turbines.

ince wind farms first began to spring up, they have
generated as much controversy as they have energy. En
masse, the usual charges brought against conventional
wind turbines are their alleged negative impact on the
landscape, environment and human health. But what if these
issues were largely solved? Piqued by his interest in the Tacoma
Narrows bridge collapse of 1940, David Yáñez started to develop
what would become Vortex Bladeless in 2002. Founded as a
company in 2012 by Yáñez, David Suriol and Raúl Martín, Vortex
Bladeless takes the blade out of the equation and focuses instead
on the energy potential of a single oscillating mast.

Experiments with scaled down prototypes have been encouraging,
but the physics behind these devices is highly complex. In order to
optimise Vortex Bladeless and explore scalability, Viyeira has been
working with a team of experts at the Barcelona Supercomputing
Centre (BSC) on the MareNostrum supercomputer.
With the supercomputing resources provided through PRACE,
Vortex’s R&D team aims to develop tools that simulate the
fluid-structure interaction (FSI) problems relevant to Vortex
Bladeless. Of particular interest are the occurrences of vortex
shedding phenomena. “With vortex shedding there are critical and
supercritical ranges where vorticity disappears,” explains Viyeira.
“We had to analyse this problem because if there are ranges at
which vorticity disappears then we will not have the forces to make
just any sized structure oscillate.”

“We’re grateful to PRACE and the
SHAPE programme for providing
these resources and we know that
we will continue to use BSC as we
keep developing our technology”
Before the Tacoma Narrows bridge was violently ripped apart, it
was extracting enormous amounts of energy from the wind. What
destroyed the bridge was the vortex induced vibrations (VIV)
arising from the interaction between the wind and the structure.
Generally, these are natural phenomena that engineers and
architects try to avoid. But for Vortex Bladeless, it formed the
basis of an entirely new way of thinking about wind energy. “We
developed a single column with no bearings and no gears,” says
Jose Viyeira, research and development project manager at Vortex
Bladeless and a specialist in computational fluid dynamics (CFD).
“We don’t have any moving parts in contact. We just oscillate
with the wind.”
The simplicity of the design has multiple advantages: A bladeless
turbine poses no threat to birds, they make virtually no noise,
and the components do not wear out as easily, so efficiency is
maintained for longer and less maintenance is required. Overall,

Jose Viyeira
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Computation of an early model design. This is a 2-way Fluid Solid Interaction in which the Vortex device is moved (displacement magnitude in red-yellow) by
the vortices produced by the wind (blue contour).

FSI simulations of this variety are complex because there are multiphysics problems involving a fluid and a deformable structure. The
fluid influences the structure and this movement in turn influences
the flow of the fluid. “We can use CFD to analyse fluids, and a
method called finite element analysis (FEA) to look at structures,
but the most difficult thing to do is create a conversation between
these two approaches,” explains Viyeira. There are, however,
shortcuts to analysing these problems. By telling the fluid in
advance how its influence will affect a structure, the conversation
can be avoided.
The results from initial simulations of a scaled-down device
were very close to the actual wind tunnel tests performed by the
Vortex Bladeless team, allowing them to develop the idea of a
range of devices at the micro scale and the utility scale. Anything
in between is another story, however. “From a commercial
perspective, it is still a big question,” says David Suriol, CEO
and co-founder of Vortex Bladeless. “We know we can work up
to almost 12m for a 4 kilowatt (kWh) device but we don’t know if
we can build 100kWh generators.” Early tests have excited both
the Vortex Bladeless teams and the support team at BSC though.
“What we have seen is that where critical Reynolds numbers
cancel out vorticity for stationary cylinders, wind speeds might
not disappear if the cylinder is moving,” Viyeira explains. “With a
moving cylinder, it is perhaps the structure leading the fluid rather
than the fluid leading the structure.”

“These simulations are incredibly complex and they produce an
enormous amount of data. But the people at BSC know how to
manage these problems. Without them, these questions might not
have even been asked, let alone answered.” says Viyeira. “We are
grateful to PRACE and the SHAPE programme for providing these
resources and we know that we will continue to use BSC as we
continue to develop our technology.”
Vortex Bladeless is not a company that has gone unnoticed.
Interest in the device is high, even though there is currently no
product. Firstly, the idea is to make small devices that produce
three to five watts of electricity to see whether the technology is
feasible. They hope to produce one watt for €1, although these
small devices would initially cost far beyond that. In 2017 the
aim is to make the 100 watt prototype and work up to the 4kWh
device with a view to begin mass production and sales towards
the end of 2018. “If we achieve our goals, this will be something
really big,” says Suriol. “Over the next few months we will see
if we can achieve these goals and produce the expected energy
with the industrialised prototypes we are working on.” This marks
a crucial turning point for everyone involved, as Viyeira states: “It
is going to be very interesting – as an engineer, as a scientist and
as a company.”

For more information

www.vortexbladeless.com
www.bsc.es

These simulations are expected to give the team at Vortex
Bladeless an idea of how large the devices can be and, more
importantly, help optimise them for any wind condition. It is a very
exciting area for the BSC team too because unlike fluid interactions
with static cylinders, these problems have not been as deeply
scrutinised. This makes it a highly challenging area of research.

Resources awarded by PRACE

This project was awarded 100 000 core hours on
MareNostrum hosted by BSC, Spain
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Large eddy simulations
for turbomachinery

Koen Hillewaert

The optimisation of state-of-the-art turbomachinery such as
jet engines requires simulation of turbulent flows past complex
geometries. Koen Hillewaert led a project that has contributed to the
development of a new type of code that utilises developments made
in numerical techniques to push the limits of what can be achieved in
large eddy simulations using supercomputers

C

omputational fluid dynamics has become
an indispensable tool for aerodynamic
design. Most of the practically relevant
flows are turbulent, and feature
flow structures that are many orders of
magnitude smaller than the geometry. These
unsteady small-scale flow structures cannot
be captured without incurring a considerable
computational cost, often beyond what is
currently available. Therefore industrial design
currently relies on statistical modelling approaches
that compute the mean flow, on which the averaged
impact of the turbulence is modelled. These methods are referred to
as Reynolds-Averaged Navier-Stokes (RANS).

Transitional flow in the T106C cascade
computed using DGM/ILES, instantaneous
vorticity coloured by velocity magnitude, seen
from the side near the inlet. The migration of the
pressure side leg of the horse shoe vortex, responsible
for the suction side/end wall separation, can be clearly seen.

Up until now, industrial design and simulation has been based
upon the assumption that there is a clear separation between the
length scales that correspond to the size of the machine, and the
much smaller length scales which correspond to the turbulent flow
structures. This allows the chaotic turbulence to be represented
using RANS statistical approaches, but these have limitations. “We
are only sure that these models will work well for the conditions they
have been calibrated for,” says Koen Hillewaert, leader of the PRACEsupported project PAdDLES (p-Adaptive discretisations for LES in
turbomachinery). “One model might be calibrated for flow passing
along a flat surface, while another may be more appropriate for a
jet or a separated flow. We can expect that due to the increasing
complexity of flow and geometry in modern jet engines, these
methods will become less reliable.”

make it possible to capture the larger parts of the chaotic structures,
an approach known as large eddy simulation (LES). “We want to use
an intermediate resolution so that we can look at the larger structures
and hopefully capture the most relevant features of the actual flow,
so we can predict laminar-turbulent transition, for example.”
Despite this being an intermediary step between using only
statistical models and fully simulating the turbulence, the
computational cost is still very high compared to current methods.
“When you are computing turbulent flow structures directly, you get
time-resolved data whereas you are in fact interested in statistical
data such as averages and correlations. This means that you must
compute the time-evolution over a very long period in order for
the statistics to converge, and this requires large computational
resources.” says Hillewaert. Only recently has sufficient
computational power become available to perform such studies in a
reasonable timescale.

Although extensively used in the aeronautic sector, statistical
turbulence models are no longer sufficient to study all of the design
requirements, in particular when off-design performance, noise
or combustion need to be predicted. For the latter, scale-resolving
approaches are required, in which the (larger) turbulent scales are
not modelled but captured directly.
Even with the state-of-the-art supercomputers available today it
would be impossible to resolve the entirety of chaotic structures.
Until this becomes achievable, Hillewaert and his colleagues want to

“The idea is not to replace or get rid of RANS; it often works well for
the design point of a machine or aircraft, at a cost that is tractable
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for the many computations required for design,” explains Hillewaert.
“What we want to do is to be able to investigate numerically what
happens when we get further away from the design point, in
particular for machine instabilities which can cause severe damage.
Because of the difficulty of predicting such regimes, the entire
design of machines currently has to be more conservative in order to
give large enough margins of security to ensure safe operation. Our
numerical developments are aimed at complementing the state-ofthe-art design tools with the capacity to perform a number of highresolution scale-resolving simulations for a posteriori verification.”
The PAdDLES project aims to provide proof of concept computations
with a computational fluid dynamics code based on a discontinuous
Galerkin method. It has been developed to allow for accurate and
reliable LES of turbomachinery flows. This capability is currently
lacking, as the state-of-the-art discretisations used in industry
have not been designed with the required accuracy in mind. The
high-resolution academic codes used for the fundamental study of
turbulence on the other hand are not applicable to complex geometry.

“If you do not have the computing
power to simulate thousands of these
structures, you will get something
which represents the instantaneous
features of the structures simulated
rather than the average flow”
LES such as that used in the PAdDLES project requires a higher level
of computational precision than the statistical approaches. Recently,
new numerical techniques have emerged that combine high
precision, efficiency and geometric flexibility. Combined with the
availability of powerful computational resources, these will allow the
use of accurate LES for industrial design. The work in PAdDLES was
dedicated to the development and assessment of the discontinuous
Galerkin method, one of the most mature of these techniques.

Transitional flow in the T106C cascade computed using DGM/ILES:
instantaneous skin friction on the side walls and blade suction
surface near the outlet. A large separation is observed at the
suction side/end wall intersection, leading to recirculating flow in
the centre and earlier transition.

while maintaining near optimal performance,” says Hillewaert. “This
is of great importance for industry, as they need to reduce simulation
time to accelerate design and therefore reduce time-to-market. This
strong scalability allows the same computations to be performed 32
times faster, reducing restitution time from a month to a single day.”
In the long term, Hillewaert hopes to develop the code so that
it can be used by non-specialists of numerical simulations. “At
present, you still need a very high skillset to use these codes and
get reasonable results. The way that you define the problem and
the mesh of the object can change the results dramatically. What we
want eventually is for the code itself to determine how the problem
should be defined, so it can add more points to the mesh in areas
where more resolution is needed. This would allow specialists of the
machines to use these codes without having to constantly refer to a
simulation expert for advice.”
The group is now collaborating with aircraft engineering company
Safran on the further development of the code for application to
real jet engines, fully simulating a compressor core using the same
approach as developed in PAdDLES.

For more information

The project has contributed to the development of a code for use
with turbomachinery, which gives high accuracy results for off-design
performance and will thus allow for jet engines to be optimised further
than can be achieved with previous methods. Initially carrying out
basic validation of the code using benchmark problems of the LES
community, the project then moved on to more complex geometries
that were more representative of typical turbomachinery.

www.cenaero.be

Resources awarded by PRACE

This project was awarded 26.5 million core hours on
JUQUEEN, hosted by GCS at JSC, Germany

Publications

Corentin Carton de Wiart (2014). Towards a discontinuous
Galerkin solver for scale-resolving simulations of
moderate Reynolds number flows, and application to
industrial cases. PhD thesis, Ecole polytechnique de
Louvain/iMMC.

The project has also provided some basic information on
the computational efficiency of the code on state-of-the-art
supercomputers. “We did strong scaling tests up to 100,000
processors on JUQUEEN, hosted by GCS at JSC, Germany, to see if we
could distribute the same problem over 32 times more processors
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The SHAPE (SME HPC Adoption Programme in Europe) is a panEuropean, PRACE-based programme supporting High Performance
Computing (HPC) adoption by SMEs. The Programme aims to raise
awareness and equip European SMEs with the expertise necessary
to take advantage of the opportunities for innovation that HPC
brings to increase competitiveness.

SHAPE in Numbers
SHAPE Pilot - 2013
10 projects completed

HPC is a powerful technology that enables the development of new
products and services, accelerates time-to-market, reduces R&D
costs and enhances quality. These advantages, and more, are the
reason increasing numbers of SMEs are turning to HPC to create
new business opportunities.

2nd Call - 2014

In addition to the core hours awarded, SHAPE helps European
SMEs overcome any obstacles along the way, such as costs
of operation, limited knowledge and inadequate resources,
by defining workable HPC solutions within the framework of
appropriate business models.

3rd Call - 2015

Read more about the SHAPE Programme at
www.prace-ri.eu/shape

In progress!

11 projects approved
8 completed so far

8 projects approved and ongoing

4th Call - 2016
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Partnership for
Advanced Computing
in Europe
Training Portal
PATC Students at the Leibniz Supercomputing Centre in Germany

Training for industrial researchers to
enhance European competitiveness
PRACE’s network of Advanced Training Centres (PATCs) provides
a comprehensive range of world-class training courses in HPC and
computational sciences. While the majority of participants on such
courses come from academia, an increasing number of PATC course
registrants come from the industrial sector. In the last several
years, more than 240 researchers and developers from industrial
companies based in 20 different countries, have participated in PATC
courses in Finland, France, Germany, Italy, Spain and the UK. The
companies range from small to medium sized enterprises (SMEs) to
large multinational corporations, and are active in diverse industrial
sectors, such as energy, life sciences, materials, telecommunications,
transportation, financial services and more. Included among these
are companies that have participated in PRACE’s pan-European
programme supporting HPC adoption by SMEs – SHAPE.
Conventional HPC courses on parallel programming and
performance engineering techniques attract some 38% of the
participants from industry. Other courses that attract significant
interest include those on many-core/accelerator technologies and

platforms with heterogeneous architectures (23% of participants),
and domain-oriented applications of HPC methods (20% of
participants). The domain-oriented applications courses are often
focused on engineering simulations such as HPC utilisation of
OpenFOAM and different CFD models and workflows. They also
encompass other disciplines like atomic/molecular calculations,
genomics and more generic approaches such as uncertainty
quantification. A relatively new addition to the PATC curriculum,
high performance data analytics courses, have attracted a
significant 13% of participants from industry.
By offering such a broad range of training courses that caters to
the diverse needs of industry, the PATC network directly enhances
European competitiveness. This demonstrates the added value
of this coordinated pan-European training network is a sum much
greater than its parts.
For more information, please visit
www.prace-ri.eu/trainings
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