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Editorial
PRACE Digest

It is with pride that I present to you the seventh edition of the PRACE Digest, a 

magazine that has grown to be a permanent feature of PRACE as an international 

player in the HPC ecosystem. 

The PRACE Digest traditionally features a variety of success stories from the different 

scientific and industrial fields that PRACE supports: excellent projects at the forefront 

of scientific advancement and industrial innovation. 

The article on pages 10 to 11 for instance highlights a project that has been 

investigating how plants deal with potentially fatal excess sunlight. The outcomes of 

such research often teach us more than one lesson, providing insights into complex 

processes as well as ideas for their application in other fields. In that way, science 

has an impact on many more aspects of life than most people are commonly aware 

of. Take the article on pages 8 to 9: while hydrogen is considered a green fuel, 

researchers are working on a way to make it even greener! 

High performance computing (HPC) also supports all scientists, whether they look 

into the smallest of the small – for example what happens in our brain when we smell 

(see pages 6 to 7) – or the largest of the large – such as the birth of planets (see 

pages 12 to 13). Here they help us understand things that would otherwise be out of 

our reach, like tracing the origins of the universe by following the signals it emitted at 

its creation back to their source. How this is done is explained on pages 14 to 15. 

Besides the results of research executed on PRACE’s Tier-0 systems, this year’s 

publication also features success stories from DECI (Distributed European Computing 

Initiative), the Tier-1 systems supported by PRACE partners around Europe. Two such 

articles can be found on pages 10 to 11 and 26 to 27. 

Last but not least, an interview with a successful PRACE Summer of HPC student can 

be found on pages 16 to 17. The PRACE Summer of HPC (summerofhpc.prace-ri.eu/) is 

a flagship activity of the PRACE Implementation Projects that aims to reach out to the 

next generation of HPC experts. 

I wish you pleasant reading.

Serge Bogaerts

Managing Director of PRACE aisbl
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On the scent: 
Modelling the olfactory system

Our sense of smell is a complex process that allows us to detect and 
identify the molecules in the air around us. Professor Michele Migliore 
and his colleagues have created a computational model of the olfactory 
bulb, the part of the brain involved in processing signals received from 
within the nasal cavity 

E
very day, the world we live in presents us with an immense and 

diverse cocktail of odours. Some of them we want to seek out, 

while others make us recoil in disgust. Some of them can evoke 

strong memories in certain individuals, but barely elicit a response 

in others. Our sense of smell gives us the ability to detect hazards, find 

food, and even judge the genetic compatibility of potential partners. 

The process of odour recognition is in fact one of the most complex 

systems in our body. Facilitated by the olfactory system, it takes many 

more receptors to create what we understand as our sense of smell than 

any of the other senses. This has made it very difficult for scientists to 

create a consistent method for predicting how even a single molecule 

will smell based on its structure, and the problem is multiplied in 

complexity when considering the vast array of molecules that make up 

most everyday odours.

In the brain, a distinct area known as the olfactory bulb is responsible 

for processing odours. Experimental work on rodents — whose 

olfactory bulbs represent about 20 per cent of their entire brains — has 

given important clues regarding the activation patterns of the cells 

involved in odour recognition. But these experiments tend to be 

done on single cells or in small, randomly selected sets of cells, 

which means that network wide processes that occur during odour 

perception are still poorly understood.

To aid in solving this problem, Professor Michele Migliore and 

his colleagues from the Institute of Biophysics of the National 

Research Council (Italy) and the Department of Neuroscience 

of Yale University (USA) have constructed a three-dimensional 

computer model of the olfactory bulb, using the power of 

the Fermi supercomputer. Migliore is deeply involved in the 

PRACE DIGEST 2017

“The process of odour 
recognition is one of the most 
complex systems in our body”

A snapshot from a simulation of a single 
glomerular unit in the olfactory bulb.

Michele Migliore
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Human Brain Project, a European Flagship Project in the field of 

neuroscience. As head of the Brain Simulation Platform, he is in 

charge of fostering the creation of computational models of all 

areas of the human brain, which will allow researchers to perform 

investigations that are not possible in the laboratory.

The olfactory bulb’s self-contained nature within the brain 

makes it perfect for study. Within the space of one synapse, 

an external signal (odour) goes from the sensory neurons 

all the way to the brain’s cortex, where the decision on how 

to act upon the odour is made. “The process starts with an 

input – molecules from the source of the odour entering the 

nose and stimulating the olfactory epithelium, a small patch of 

specialised tissue deep inside the nasal cavity. This is directly 

linked to the olfactory bulb, which then quickly deciphers the 

chemical constituents of the smell and sends a signal to the 

cortex of the brain in such a way that it is almost immediately 

able to activate motor actions to deliver an appropriate 

response to the odour.”

Until fairly recently, models of the olfactory bulb were relatively 

simplistic. None of them had taken into account the 3D 

organisation of the cells, which as it turns out is extremely 

important for understanding the bulb’s function.  “We built our 

model using a bottom-up approach, using available experimental 

data on olfactory bulb activation and 3D structure as a starting 

point,” says Migliore. “From there we created an algorithm based 

on the statistical properties of the cells to create synthetic, 

statistically indistinguishable versions of them.”

From a theoretical point of view, the model is proof that the 

mechanisms of the olfactory bulb can be represented by a 

mathematical operator. “Usually when creating a system such 

as this, you use a “black box” approach: trying lots of inputs, 

observing the outputs, and then creating a function which can 

predict any output from any input. The problem with this is 

that the function is not necessarily related to the biological 

mechanism occurring.

“Our approach essentially involved opening the black box and 

observing the inner elements and how they are connected, and 

then creating the function with that information taken into account. 

This means that the mathematical operator we have created is 

representative of the underlying neuronal processes taking place 

during odour cognition.”

The model developed in the original PRACE project has helped 

Migliore and his team deepen their understanding of the function 

and interaction between areas of the olfactory bulb known as 

glomeruli, and a further PRACE allocation has allowed them to 

continue this study. They have identified how glomeruli are formed 

in response to a given odour, how and to what extent they interact 

with each other during odour learning, and how their action can 

be formalised into a theoretical framework in which the olfactory 

bulb can be considered to contain odour operators unique to each 

individual. They are now moving beyond this, extending the model 

to include additional cell types, which is likely to be particularly 

important for processing natural odours.

Now operational, the model has been made available for other 

groups to use for their own simulations, and Migliore also 

sees uses for it outside of academia. “The fragrance industry 

is constantly looking for new combinations of molecules that 

smell good to people,” he explains. “But rather than using a 

trial and error approach by experimentally testing thousands 

upon thousands of different combinations on people, they could 

instead use our model to narrow down the field of potential 

molecules. This could save them a lot of time and money in 

the long run, eliminating molecules that are always going to 

provoke a bad reaction.”

The next step in terms of understanding odour recognition using 

supercomputers will be to model the olfactory cortex, the area 

responsible for processing the information sent from the olfactory 

bulb and making the body respond accordingly. As the picture of 

the brain’s function continues to emerge over the coming years, 

hopefully we will see new areas of research develop as well as new 

ways of utilising this knowledge.

PRACE DIGEST 2017

For more information
www.pa.ibf.cnr.it/personale/migliore/index.php
The Human Brain Project (HBP): 
www.humanbrainproject.eu/en/

Resources awarded by PRACE
This project was awarded 13 million core hours on FERMI 
hosted by CINECA, Italy

Publications
www.pa.ibf.cnr.it/personale/migliore/publications.php

Snapshot of a simulation of the scaled-up three-dimensional model 
olfactory bulb microcircuit engaged in processing odour input.

www.pa.ibf.cnr.it/personale/migliore/index.php
www.humanbrainproject.eu/en/
www.pa.ibf.cnr.it/personale/migliore/publications.php
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W
hen hydrogen burns in air,it releases an 

abundance of energy and produces nothing but 

harmless water vapour. Its potential as a totally 

clean, non-polluting fuel is unrivalled. 

However, the majority of hydrogen produced today comes from 

fossil fuels, eliminating some of its green credentials. Developing 

renewable methods for producing hydrogen is therefore a crucial 

step towards creating a hydrogen economy that can help alleviate 

the pressure put on our environment by the use of fossil fuels.

A seminal work from Fujishima and Honda in 1972 on the 

electrochemical photolysis of water opened up the possibility 

of using light to split water into hydrogen and oxygen. The 

implications of this work were enormous, as it offered a direct way 

to use solar energy to obtain hydrogen from just water.

Since this paper was released, it has been shown that water 

splitting via a catalyst of TiO
2
 nanopowder can spontaneously 

occur under ultraviolet radiation. Unfortunately, over 40 

years of research and thousands of papers have not been 

enough to find photocatalysts with activity in the visible 

region of sunlight higher than that of TiO
2
 under ultraviolet 

radiation. This severely limits practical applications since 

sunlight at the Earth’s surface contains only a small amount 

of ultraviolet radiation. 

Professor Francesc Illas of the University of Barcelona explains 

the problem: “For photocatalytic water-splitting to be of 

practical use, we either need to able to harvest light in the 

ultraviolet region where TiO
2
 performs best, or we need to 

modify TiO
2
 so that it can exhibit the same characteristics 

under visible light.

Splitting water: Developing catalysts 
to create hydrogen fuel

Hydrogen has the potential to be the cleanest fuel we have, but not 
while it is sourced from fossil fuels. Professor Francesc Illas has been 
trying to find a catalyst that can help create hydrogen fuel via an 
alternative method: by splitting water using visible lightFrancesc Illas

PRACE DIGEST 2017

Idealised artist’s view of H
2
 production from water-splitting triggered by sunlight and TiO

2
 nanoparticle
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“The first possibility has to be discarded since, fortunately for 

life, the Earth’s surface receives only a small amount of ultraviolet 

radiation from the sun. Therefore, we need to work out how to make 

TiO
2
 work as a catalyst in visible light. A necessary first step towards 

doing this is to understand how the catalyst’s properties are related 

to its microscopic atomic and electronic structure, taking into account 

the state of the electrons at a quantum level.”

Recent experimental advances have indeed shown that tailored 

TiO
2
 nanoparticles can be synthesised that exhibit distinct 

photocatalytic activity in various reactions including water-splitting. 

However, the link between the properties of a given nanoparticle 

and its photocatalytic activity has not yet been established. 

In the past, most of the research carried out to understand these 

properties has focused on studying the bulk and surfaces of the 

crystalline form of TiO
2
, but this does not resemble the structure 

of TiO
2
 particles that are generally used. The COMPHOCAT 

project, which has been allocated 50 000 000 core hours on the 

MareNostrum supercomputer, thus aims to study the properties of 

TiO
2
 at the nanoscale, building models which closely resemble the 

nanoparticles used in practice. 

Illas and his team have created models of several versions of 

TiO
2
 where all electrons of all atoms are explicitly included and 

treated at the quantum mechanical level including relativistic 

effects. The geometry of each particle is determined from total 

energy minimisation, a technique used to obtain the most stable 

arrangement of atoms in space for any particular molecule. The 

electronic properties are then studied as a function of the size and 

shape of the nanoparticle. 

Following a systematic study of the electronic structure of TiO
2
 

nanoparticle models with different sizes, shapes, compositions, 

and environments, a database has been constructed of candidate 

nanoparticles with appropriate absorption spectra in the visible 

light window. 

But having activity within the visible light spectrum is only one of the 

required properties for a potential water-splitting catalyst. The process 

of photocatalysis occurs when light causes an electron in the 

catalyst to move from an occupied energy band to an unoccupied 

one. This leaves a hole in the former band, and creates a net positive 

charge in the hole’s location. This hole in the catalyst then makes 

For more information
www.ub.edu/cmsl/xino.html 

Resources awarded by PRACE
This project was awarded 50 million core hours on  
MareNostrum hosted by BSC, Spain

Publications
“Size Dependent Structural and Polymorphic Transitions 
in ZnO: from Nanocluster to Bulk”, F. Viñes, O. Lamiel-
Garcia, F. Illas, and S. T. Bromley, Nanoscale, 9 (2017)

“When anatase nanoparticles become bulk-like: Properties 
of realistic TiO2 nanoparticles in the 1 – 6 nm size range 
from all-electron relativistic density functional theory based 
calculations” by O. Lamiel-Garcia, K. C. Ko, J. Y. Lee, S. T. 
Bromley, F. Illas, J. Chem. Theory and Comput., 13 (2017) 

it able to remove electrons from other reactants, and the electron 

is able to be transferred to other species thus reducing them. This 

is how TiO
2
 is able to split water into hydrogen and oxygen. “It is 

very important that the excited state in which the electron-hole pair 

created by photo-excitation lasts long enough, or water-splitting will 

not occur,” says Illas. “Additionally, the hole and the excited electron 

must be spatially separated so that the reaction with the hole can 

take place before electron-hole recombination takes place.”

The results gathered so far in the project are not yet sufficient to 

design a suitable photocatalyst for water-splitting, but constitute a first 

step. “Many attempts to improve TiO
2
 based photocatalysts involve 

changing their chemical composition in various different ways,” says 

Illas. “Knowing how the electronic structure evolves with size and 

shape allows us to investigate the changes introduced by doping and 

this should help us to make progress in the desired direction.”

The support of PRACE has been invaluable to the project, both in 

terms of the time given on the MareNostrum supercomputer and 

the support of the staff. “Working with PRACE has been a privilege; 

without the supercomputing facilities provided by this programme 

our study could not have been carried out,” says Illas. “The type of 

calculations involved in COMPHOCAT required assistance from the 

technical staff of the Barcelona Supercomputing Centre to speed up 

the efficiency and parallelisation of the installation of the FHI-aims 

code, a sophisticated seamless parallel computer program based 

on numerical atom centered orbitals.”

Non-renewable hydrogen production methods can only serve as 

a short-term supply for the hydrogen economy. If research like 

this can lead to an efficient and reliable renewable strategy for 

hydrogen production, it  will help bring us that much closer to a 

world in which we no longer have to rely on fossil fuels.

PRACE DIGEST 2017

“The electrochemical photolysis 
of water offers a direct way 
to use solar energy to obtain 
hydrogen from water”

www.ub.edu/cmsl/xino.html
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Let there be light:  
Photo protection in plants

W
hen light shines down from the sun on to the Earth, 

plants are able to harvest energy via photosynthesis, 

sustaining them and providing energy for all of the 

planet’s life. 

If plants needed direct sunlight all day to survive, a cloudy day or 

overhanging canopy would be enough to kill them. As such, most 

of them have adapted to survive even in low light conditions, but 

these adaptations come at a cost. Excess sunlight provides more 

energy than most plants can process for photosynthesis, so if the 

sun does happen to shine directly on them, the surplus energy can 

lead to the creation of lethal reactive oxygen species.

Because of this, plants (as well as other photosynthesising 

organisms such as algae and some cyanobacteria) have developed 

mechanisms to protect themselves from the harmful effects of too 

much sunlight. When the light-harvesting complexes crucial for 

photosynthesis become overexcited, they are able to dissipate 

their excess energy as heat.

Experimental approaches are usually unable to access the atomic 

details that would be able to describe the mechanism via which 

this dissipation of heat occurs, and until recently no data existed 

at this level. That has all changed, however, due to a recent PRACE 

project studying proteins within a complex known as photosystem 

II – the site of photosynthesis.

Plants have a number of adaptations that allow them to thrive in low light conditions, but this 
means that excess sunlight can be lethal to them. Vangelis Daskalakis of the Cyprus University 
of Technology has been using molecular dynamics simulations to explore the mechanism via 
which plants can protect themselves by dissipating excess energy from sunlight as heat

PRACE DIGEST 2017

Professor Vangelis Daskalakis of the Cyprus University of 

Technology has been leading the LHCFLEX project, and believes 

their molecular dynamics data has provided some big clues about 

how photo protection occurs in plants. “We have been modelling 

the proteins and systems in photosystem II using the GROMACS 

code, sometimes up to 120 000 atoms at a time, simulating 

conditions under which photo protection occurs. This has given us 

a dynamic picture of the molecules, allowing us to see how they 

are moving. By combining this theoretical computational data with 

existing experimental data, we are starting to get real insight into 

the mechanisms of photo protection.”

Mapping the motion and interaction of 120 000 atoms is a huge 

computational task, which was only made possible through the use 

of the Salomon supercomputer in Czech Republic. “These kinds 

of simulations require huge numbers of calculations to be carried 

out, and it is only through the resources provided by PRACE that we 

have been able to do them,” says Daskalakis.

So far, Daskalakis and his team have modelled three light-harvesting 

complexes found in photosystem II, simulating the conditions in which 

photo protection occurs and observing how they react. 

“These proteins are embedded in what is known as the thylakoid 

membrane, which is found in plant cells. From experimental data, we 

know that when photo protection kicks in, there is an excess pH (ΔpH) 

and potential difference between the two sides of the membrane i.e. 

there are more protons on one side. So we recreate these conditions 

“By combining this theoretical 
computational data with 
existing experimental data, 
we are starting to get real 
insight into the mechanisms  
of photo protection”

Vangelis Daskalakis
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in our simulations and look at how the proteins react. Obviously this 

isn’t the same as real experimental data, but it gives us an idea of what 

their response is during photo protection.”

The simulations have shown that several proteins in photosystem II 

share a common response to the excess ΔpH across the membrane. 

“Light-harvesting complexes span the length of the thylakoid 

membrane, and we can see that parts which are exposed to high 

concentrations of protons on one side move upwards and towards 

the other side,” explains Daskalakis. “The movement of this region 

affects several sites within the light-harvesting complex, packing 

the light absorbing pigments contained within it tighter together. 

Our simulations have indicated that when these pigments are closer 

together, they stop absorbing and passing chemical energy to the 

plant, and instead dissipate it as heat.”

The mechanisms observed in the simulations cannot be verified 

without experimental data to back them up, but experiments that 

directly probe atomic scale details on the function of proteins are 

notoriously difficult. They are usually done by mutating parts of 

them and then observing how they function, but the findings from 

these experiments are often ambiguous. “If you are trying to assess 

whether one domain in a light-harvesting complex is responsible for 

photo protection, typically you would delete or alter this domain and 

then see how the whole thing functions after that,” says Daskalakis. 

“Problems arise, though, because often another part of the complex 

can somehow fill in for the deleted or altered site and carry out the 

same function. As we cannot actually observe what is happening at 

this scale, the results then become extremely difficult to interpret.”

So far, the simulations carried out by Daskalakis and his team have 

used classical descriptions of the systems involved, using Newton’s 

equations of motion to model the behaviour of the proteins. In the 

future, the researchers want to go a step further and use quantum 

calculations to take into account the behaviour of individual 

electrons within the system. “Electron movements play an integral 

role in the way pigments such as chlorophyll are able to capture 

energy from light,” explains Daskalakis. “What we want to do next 

is to see exactly what is happening to these electrons, comparing 

their behaviour when in light-harvesting mode with the photo 

protective mode.”

Interestingly, the results of these experiments could be of use in the 

field of renewable energy research. State-of-the-art research has been 

studying the mechanisms of photosynthesis closely to see whether it 

is possible to design synthetic systems that mimic these mechanisms 

to harvest light for energy. For this purpose, any photo protection 

mechanism would be detrimental, and so by understanding how 

photo protection works in plants, it may be possible for scientists 

to design systems that cut these mechanisms out or re-direct the 

excess energy into e.g. biomass – crop production, instead of heat-

dissipating pathways. This would increase the efficiency of any 

synthetic system based on photosynthesis.

Photosynthesis is one of the most important chemical reactions for 

life on our planet, and it is research like this that helps us not only 

understand the mechanisms behind it, but can also bring us closer 

to being able to harness its power to create greener methods for 

harvesting energy for ourselves.

PRACE DIGEST 2017

For more information
http://orcid.org/0000-0001-8870-0850

Resources awarded by PRACE
This project was awarded 2.18 million core hours on 
Salomon hosted by IT4Innovations, Czech Republic

Publications
Scientific Reports | 7: 2523 |  
DOI:10.1038/s41598-017-02892-w
(https://www.nature.com/articles/s41598-017-02892-w)

H+

H+
H+ H+

H+

Carotenoids

Chlorophylls

Light 
harvesting 
complexes

ΔpH

Lumen

Stroma

Stroma

Lumen

Top: Photosystem II – Excess light energy is dissipated through motion as heat
to avoid damage. Bottom: A light harvesting complex (LHC) – When 
photoprotection kicks in, there is an excess pH (ΔpH) and potential difference 
between the two sides of the membrane i.e. there are more protons on one 
side. This ΔpH induces well-defined changes in the lumen-exposed LHC parts, 
as revealed by the simulations.

http://orcid.org/0000-0001-8870-0850
https://www.nature.com/articles/s41598-017-02892-w
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The birth of planets:  
Planetesimal formation in 
protoplanetary disks

Planets are formed from the dust found in large swirling disks of gas that appear around newly formed 
stars, but the mechanism by which this occurs is not known. Chao-Chin Yang of Lund University has been 
simulating the motion of this gas and dust to try and find out how such large objects are able to form  

ust over four and a half billion years ago, the newly-formed 

sun was surrounded by a swirling mass of gas and dust 

known as a protoplanetary disk. According to the nebular 

hypothesis, some of this material would eventually get 

pulled in by the sun’s gravity, while some of it would go on to 

form the planets which make up our solar system – including Earth.

But this theory does not just apply to our own star. In fact, since 

the detection of more than 3600 planets outside of the solar 

system, it has become clear that this process is ubiquitous 

throughout the universe. What is not clear, however, is how the 

swirling dust in these protoplanetary disks is able to converge 

and eventually form planet-sized objects.

Observations of protoplanetary disks are limited by the 

millimetre-wave technique that is used to look at them; objects 

any larger than a few centimetres are rendered invisible, so it 

is impossible to see any of the stages beyond the formation of 

relatively small concentrations of solid matter. 

Since information from observations is limited, Dr Chao-Chin 

Yang of Lund University in Sweden has been looking at ways to 

PRACE DIGEST 2017

Chao-Chin Yang

J
Illustration of a star surrounded by a protoplanetary disk.
Image credit: NASA/JPL-Caltech
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investigate the formation of planets using numerical simulations. 

Specifically, he has been looking at the process by which dust 

and pebbles concentrate themselves to induce the formation 

of kilometre-scale objects, known as planetesimals, that are 

massive enough to hold themselves together by gravity.

“You would think that the turbulent gas found in protoplanetary 

disks would make it almost impossible for the fine particles being 

swirled around to concentrate into larger bodies,” says Yang. 

“But we know that this does occur, so we have been simulating 

these conditions to try and find out a feasible mechanism.” 

The process of planet formation involves a complicated 

interaction between solid materials, gas, and magnetic fields. 

Yang’s simulations use the publicly available Pencil Code to 

simulate a system of millimetre-sized dust or centimetre-

sized pebbles moving inside a magnetised gas disk. “Our 

simulations allow us to observe how these solid particles can 

be concentrated to form larger bodies,” explains Yang. “To 

achieve this goal, we have implemented several state-of-the-art 

numerical techniques.”

One of the main challenges of these simulations is the range 

of scales involved. The disk of gas has a thickness one or two 

orders of magnitude larger than the disk of solid materials. 

Capturing the dynamics of the small dust particles at the 

same time as the larger dynamics of the gas would have been 

impossible using existing techniques due to the computational 

power required, and so Yang and his collaborators have 

developed an entirely new algorithm to be able to observe both 

of these processes simultaneously.  

“Overcoming this technical difficulty has been one of the main 

breakthroughs of this project,” says Yang. “We published the 

details of our algorithm in a paper last year, which has generated 

a lot of interest, so we hope that this will help others to further 

their research as well as ours.” 

Several interesting dynamics have emerged in the simulation 

models. “It turns out that turbulence is kind of a two-edged 

sword,” says Yang. “Before, it was generally assumed that for 

concentrations of matter to form, there needed to be an area of 

laminar flow in the mid-plane of the gas disc known as the “dead-

zone”, but our simulations have suggested that there is still some 

“The new algorithm makes 
it possible to capture the 
dynamics of the dust and the 
gas simultaneously”

PRACE DIGEST 2017

For more information
http://pencil-code.nordita.org/

Resources awarded by PRACE
This project was awarded 15 million core hours on  
MareNostrum hosted by BSC, Spain

Publications
 Yang, C.-C., Johansen, A., & Carrera, D. 2017, 
“Concentrating small particles in protoplanetary disks 
through the streaming instability,” Astronomy and 
Astrophysics, 606, A80.

Schäfer, U., Yang, C.-C., & Johansen, A. 2017, “Initial mass 
function of planetesimals formed by the streaming 
instability,” Astronomy and Astrophysics, 597, A69.

Yang, C.-C., & Johansen, A. 2016, “Integration of Particle-
gas Systems with Stiff Mutual Drag Interaction,” The 
Astrophysical Journal Supplement Series, 224, 39.

turbulence there. Although this turbulence does move the dust 

around, it can also help to concentrate the dust. 

“Once small concentrations of solid matter appear, another 

mechanism known as the streaming instability comes into play. 

This is when the momentum of a large enough concentration of 

solid matter starts to affect the movement of the gas around it. 

So after turbulent gas concentrates some solid materials, these 

local concentrations can also give feedback to the gas, and it is 

somehow through this two-way dynamic that it is possible for 

even larger concentrations to form.”

These simulations are just the beginning of a whole new area of 

research for Yang, who recently moved to the University of Nevada, 

and his collaborators. “For the first time ever, we have been able 

to combine large scale magneto-hydrodynamics (MHD) with small-

scale solid dynamics,” he says. “But there are still many other 

aspects of this research that we need to look at.”

At present, the simulations only use identical particles. For a 

more realistic representation of a protoplanetary disk, a wider 

distribution of particle sizes should be used, and this may have 

an effect on the interaction between the solid matter and the 

turbulent gas.

In the long term, more detailed calculations of the disk 

structure will be used. “There are many aspects of MHD which 

we currently do not use in our model,” says Yang. “We are 

slowly adding these in one by one to create a more realistic 

representation of the gas disk. So there is still a lot we can do to 

improve our simulations.”

http://pencil-code.nordita.org/


14

The ionised universe:  
Modelling the epoch of reionisation

Most normal matter in the universe today is ionised, existing in the form 
of free protons and electrons. This is due to a process that happened 
billions of years ago known as the epoch of reionisation, in which radiation 
from the first stars and galaxies ionised the entire intergalactic space. 
Ilian Iliev of the University of Sussex has been using simulations to help 
decipher some of the first images of this early stage of the universe

The Low-Frequency Array radio telescope (LOFAR) in the Netherlands 

is currently casting its gaze into the very distant universe, where it 

will search for the signature produced by the reionisation of neutral 

hydrogen. “To observe the events we are discussing is a complex 

and difficult task on a number of levels,” explains Ilian Iliev of 

the University of Sussex. “Not only is the light from the epoch of 

reionisation weak, it also has to travel almost the entire way through 

the universe to reach us. To extract the faint signals of reionisation 

events that reach us, you need to not only have an idea of what that 

signal might look like, but also understand the noise of the entire 

universe in front of it.”

Iliev and his colleagues are addressing this challenge as part of a 

collaboration within LOFAR’s key science project on the epoch of 

reionisation, using simulations to provide a basis to interpret what 

the observations from the telescope can tell us about this epoch. 

“The data from real observations will be on a relatively large scale, 

in the region of mega-parsecs to tens of mega-parsecs, much larger 

than the galaxies driving it,” he explains. “But what we really want 

to understand is the details of what types of galaxies were being 

formed: whether they were small or large, whether they were 

clustered, and more. Because we won’t be able to see these details, 

we are using simulations that will give us the ability to derive the 

details from the data available.” 

The reionisation process is inherently multi-scale. It is generally 

believed to have been driven by stellar radiation from low-mass 

galaxies, which clustered on large scales and collectively created 

very large ionised patches whose eventual overlap completed the 

process. Star formation inside such galaxies is strongly affected by 

T
he first billion years of cosmic evolution are one of the last 

remaining largely uncharted territories in astrophysics. 

During this key period, the cosmic web of structures we 

see today first started taking shape and the very first 

stars and galaxies formed. These first galaxies began to produce 

radiation during periods known as the “cosmic dawn” and “epoch of 

reionisation”, eventually ionising and heating the entire intergalactic 

space. This process had profound effects on the formation of cosmic 

structures and has left a lasting impression on them. 

Despite its pivotal role, the epoch of reionisation is one of the least 

understood epochs in the universe’s evolution. A large amount of 

theoretical effort, guided by very limited observational evidence, is 

currently dedicated to understanding the physical processes that 

triggered this epoch, governed its evolution, and what ramifications 

it had on subsequent structure formation. 

Zoom on a forming galaxy at the intersection of filaments of the Cosmic 
Web. Shown is projection of the neutral gas column density. Clear evidence 
for self-shielding from ionising radition is seen along the filaments (blue),
while the galaxy itself is disturbed by supernovae outflows. 
(Image credit: D. Sullivan) 
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“Our simulations allow us to 
infer information from large-
scale observations about galaxies 
during cosmic reionisation”

Ilian Iliev 
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complex radiative and hydrodynamic feedback effects, including 

ionising and non-ionising UV radiation, shock waves, gas cooling 

and heating, stellar winds and enrichment by heavy elements. 

Understanding the nature of the first galaxies and how they affected 

the progress, properties and duration of cosmic reionisation requires 

detailed modelling of these complex interactions. 

Iliev and his team are using several types of simulations to cover 

the multiscale nature of the reionisation process. The first of 

these, which was pioneered by the team, works at a large scale, 

encompassing the space of millions of galaxies. An initial step – 

called an N-body simulation – is carried out, which provides an 

underlying structure in terms of density fluctuations, velocities and 

more. At this point, distinct “haloes” where galaxies would exist can 

be seen to form, and a model is used to assign appropriate galaxies 

to these. Galaxies act as ionising forces, and so another code (C2-

Ray) is then used to trace their ionising radiation as it propagates 

through and ionises the neutral medium. This gives an idea of how 

different galaxies would ionise and give off certain signals such as 

radio waves. Data from these simulations can therefore be used to 

interpret real observations from LOFAR, using reverse engineering to 

infer information about the galaxies from this time.

Although these large-scale simulations are necessary to match the 

scale of observations from LOFAR, it is the smaller scale simulations 

using the RAMSES code which provide more detail about the 

distribution of gas, dark matter and radiation. Adaptive mesh 

refinement simulations are used to investigate at the relatively small 

scale of individual galaxies, providing data on star formation and 

how many photons are able to escape from any given galaxy. Similar, 

but slightly larger-scale simulations are carried out using graphics 

processing units in addition to central processing units. 

To patch the three types of simulations together into a coherent 

whole, the data from the smaller scale simulations is used to create 

improved sub-grid models for the larger simulations. “Most of the 

interesting processes happen at smaller-scales, but due to various 

For more information
https://astronomy.sussex.ac.uk/~iti20/Ilian%20Iliev’s%20
Home%20Page.html
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the impact of X-ray heating during the cosmic dawn”, 
2017, MNRAS, 468,3785

Sullivan, D., Iliev, I.T., Dixon, K.L. “Using Artificial Neural 
Networks to Constrain the Halo Baryon Fraction during 
Reionization”, 2018, MNRAS, 473, 38

technical reasons, the observations from telescopes have to be at 

a much larger scale,” says Iliev. “So, by patching the simulations 

together, we create a multi-scale picture which will allow us to infer 

information about galaxies during cosmic reionisation from the 

large-scale observations.”

The data from all of these simulations is now being analysed, 

a process which is almost as complicated as the simulations 

themselves. Iliev and his colleagues have developed their own 

packages for this, and are keenly awaiting the results.

LOFAR has already gathered thousands of hours of observations, 

but there is still a lot of work to do before they can be analysed 

properly. Removing the noise of the rest of the universe, known as 

calibration, is a lengthy process, so it will still be some time before 

real results begin to be seen. “We already have enough data to see 

something,” says Iliev. “It’s just a question of extracting the signal 

from the data we have, which is highly non-trivial. Until then, we will 

continue with our simulations.” 

PRACE DIGEST 2017

Slice of a cosmological 
density field at redshift 

z= 6.44 (left) and a 
projection of a single halo 
(right) demonstrating the 

dynamical range of the AMR 
Ramses-RT simulations 

used in this work. The 
consecutive zooms extend 
from the full cosmological 

volume down to a tiny 
individual galaxy and its 

internal structure. 
(Image credit: D. Sulivan)

https://astronomy.sussex.ac.uk/~iti20/Ilian%20Iliev�s%20Home%20Page.html
https://astronomy.sussex.ac.uk/~iti20/Ilian%20Iliev�s%20Home%20Page.html


16

Summer of HPC:  
Visualising tornadoes
PRACE’s Summer of HPC Programme provides young researchers 
with an invaluable introduction to the world of high performance 
computing. Anurag Dogra, one of this year’s outstanding participants, 
was tasked with creating in situ visualisations of tornadoes

T
he Summer of HPC Programme, now in its fourth 

year, allows twenty university students from all 

scientific disciplines to spend two summer months 

of study hosted by a PRACE partner organisation. 

In addition to allowing students to complete their projects 

in a multidisciplinary and international environment, the 

programme aims to promote and disseminate scientific 

culture among young researchers, helping to foster the next 

generation of computational scientists. 

Anurag Dogra was one of the students to participate in the 

programme in 2016. Having studied mechanical engineering 

and the automotive industry in India, as well as completing his 

master studies in computational materials science at Germany 

Technische Universität Bergakademie in Freiberg, he signed up to 

the programme on recommendation from his supervisor. “I was 

looking for internships in my third semester of university, and was 

interested in working in HPC,” he says. “My senior told me about 

PRACE’s programme and my application was accepted.”

The programme began with a week’s worth of training at the 

Jülich Supercomputing Centre in Germany. “This week of 

training was invaluable not just on a technical level but also a 

personal one,” says Dogra. “I met all of the other participants 

in the programme and learned a lot from them. We all came 

from different backgrounds in terms of academia and were 

able to give each other some great ideas about the work we 

were about to embark on.”

After the initial training, Dogra flew out to the Cineca 

Supercomputing Centre in Italy to embark on his work. 

Working under Professor Sandro Frigio of the University 

of Camerino, his task was to create an in situ visualisation 

of numerical studies of the Navier-Stokes equations – 

mathematical models which are used to describe the motion 

of viscous fluid substances and that have a wide range of 

applications. In particular, the project was focused on the 

effects of turbulence that form spontaneously and turn into 

vortices and tornadoes.

PRACE DIGEST 2017

Visualisation of the enstrophy of a tornado using ParaView Catalyst

Anurag Dogra
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lot of computational resources,” says Dogra. “This interface is 

particularly useful for anyone working with computational fluid 

dynamics applications and climate modellers.”

The Summer of HPC Programme also required Dogra to present 

his results at the end of his time at Cineca, and he has produced 

an informative video which is now available on YouTube. “During 

my two months in Italy, I always had it in the back of my mind 

that I wanted to be able to present what I had done in a way 

that anyone would be able to grasp what I had achieved,” says 

Dogra. “So I set about making a video to tell the story of how I 

ended up with my results.

“One of the best things about the programme was that they 

gave me full freedom to use resources in the way that I saw fit.  

I was encouraged at every step of the way to do things the way 

I thought I should. This was a great experience for me, because 

I got to work not only as a coder and a researcher, but also as a 

director, an actor and a producer!”

Dogra has now finished his Master’s thesis on this topic, and 

recently presented a poster based on the research at the NVIDIA 

GTC2017 conference in San Jose California. In November, he will 

start working at the ZIH high performance computing centre at 

TU Dresden.

“The problem in this project was that the simulation code of 

Frigio and Boldrighini et al was generating a large amount of 

data for post-processing and the results are only available in  

graphs,” says Dogra. “What we wanted to show was the detailed 

3D results in real time using ParaView Catalyst. This work is 

about live visualisation which means the simulation is running 

on computation nodes and at the same time the user can see 

the results in ParaView on visualisation nodes. This allows the 

researchers to see whether the simulation code is working in the 

right direction or not.

“Although I was not that familiar with the subject of turbulence 

when I arrived, I had some idea about it due to my work on 

computational fluid dynamics as an undergraduate,” says 

Dogra. “In terms of using ParaView – a common application 

used to create scientific visualisations – I was fairly 

inexperienced, so I spent a while studying the documentation 

and working out how to install it on to the cluster and get it 

working on the supercomputer.”

Dogra was working with a feature in ParaView called Catalyst, 

which acts as a medium of data transfer between simulation nodes 

and visualisation nodes. “The best part about using Catalyst is live 

visualisation – there is no need to store data for post processing, 

which saves a lot of memory space,” he explains.

To work with Catalyst, Dogra created adaptor functions for the 

simulation code. The overall structure of the code was Fortran 

simulation code with a FORTRAN adaptor code, which gets 

velocity parameters from the main code and transfers it to a C++ 

adaptor function. The C++ adaptor is responsible for creating an 

artificially created environment with the required properties and 

parameters for ParaView to understand. Finally, a Python pipeline 

was used as a communicator to select data from the simulation 

and which contains the node number and port address of the 

visualisation client where ParaView is running.

With help from the researchers at Cineca, Dogra was able to 

produce a highly impressive in situ visualisation of the tornado 

effects. He has also created an interface that allows researchers 

to check the evolution of the analysed data in real time, with 

no need to download the data itself. The researcher, therefore, 

is able to analyse the progress of the process and interact in 

real time with the application – a non-trivial act to perform on 

high-performance systems. “This method can save the use of a 

For more information
youtube.com/watch?v=B7X3Ii8HJsk

Final report available here
summerofhpc.prace-ri.eu/wp-
content/uploads/2017/08/
SoHPC2016_reports-1.pdf

“The live visualisation allows 
researchers to see whether the 
simulation code is working in 
the right direction or not”

PRACE DIGEST 2017

Velocity magnitude fields of a tornado

youtube.com/watch?v=B7X3Ii8HJsk
summerofhpc.prace-ri.eu/wp-content/uploads/2017/08/SoHPC2016_reports-1.pdf
summerofhpc.prace-ri.eu/wp-content/uploads/2017/08/SoHPC2016_reports-1.pdf
summerofhpc.prace-ri.eu/wp-content/uploads/2017/08/SoHPC2016_reports-1.pdf
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Investigating the optical properties 
of graphene nanoribbons

Graphene nanoribbons represent an exciting area of research in 
terms of the future of digital electronics. Dr Andrea Ferretti and his 
colleagues from the Institute of Nanoscience at CNR in Italy have 
been running simulations to support experimental work on how 
these graphene nanoribbons are produced

E
ver since its discovery, the technological possibilities 

of graphene have fascinated scientists. The unique 

electrical, optical, and mechanical properties of the 

two-dimensional carbon lattice have ignited enormous 

interdisciplinary interest from the physics, chemistry, and 

materials science fields.

Digital electronics is one field where the potential of graphene 

seems almost limitless, but there are some issues which first need 

to be worked around. Graphene needs to be structured into thin 

strips called graphene nanoribbons (GNRs) for it to become a 

semiconductor so that devices such as transistors can be created. 

These types of graphene nanostructures have triggered a wealth 

of studies for their remarkable properties, which combine the 

unique electronic and mechanical features of graphene with the 

semiconducting behaviour induced by quantum confinement. 

PRACE DIGEST 2017

The production of GNRs has proven to be a difficult task. A “top-

down” approach can be taken, cutting strips out of graphene 

sheets using lasers. However, this approach does not allow 

for precise shaping of the edge of the strips – a key factor in 

the optical and electronic properties of the ribbons. “To create 

devices out of GNRs that function at room temperature, the 

width needs to be extremely narrow, and the edge needs to 

be carefully and precisely structured,” says Dr Andrea Ferretti 

of the Institute of Nanoscience at CNR in Italy. “Attempts have 

been made to produce GNRs in this way, but it has proven 

impossible to accurately control both the width of the ribbon 

and the shape of the edge via this method.”

In 2010, a breakthrough was made in the field when a group 

of researchers were able to successfully demonstrate an 

entirely different, “bottom-up” approach. Carbon monomers 

Andrea Ferretti

Top view of the N7 armchair graphene nanoribbon adsorbed on the Au(111) surface. The surface has an active role as catalyst in the growth of atomically 
precise nanoribbons starting from molecular precursors.
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are polymerised on a catalytic metal substrate, where they are 

then flattened out through a process known as dehydrogenation 

into GNRs. By constructing them in this way, the edges can be 

designed in an atomically precise way and the required width 

can be reached. 

The substrate on which these GNRs are grown is crucial 

for their inception, but it also fundamentally changes their 

properties. Ferretti and his colleagues have been carrying out 

computational studies as part of the PRACE project SHINE 

to investigate the relationship between the GNRs and these 

substrates. It has been conducting accurate first-principles 

investigations of edge- and quantum-confinement-effects in 

the excited state properties of realistic GNRs, as altered by 

the coupling to a substrate. These have been done in close 

collaboration with experimental groups running parallel studies 

to the theoretical work. “Most of the studies on excited-

state properties rely so far on calculations for ideal isolated 

systems,” says Ferretti. “However, the presence of a substrate 

is often required, either for its catalytic role or to support 

further device applications. This can often change the intrinsic 

electronic and optoelectronic properties of the systems.”

A number of relevant target systems have been addressed, which 

comprise armchair and zigzag GNRs on metallic substrates such as 

gold and graphene. The results have been directly compared with 

top-quality experimental data, resulting from scanning tunneling 

spectroscopy, angle-resolved photoemission spectroscopy, 

and optical measurements, such as reflectance difference 

spectroscopy,  of the above-mentioned systems. 

To grow GNRs on the metal substrate, they need to be directed 

to grow in a particular orientation. Various tricks can be used 

to achieve this, one of which involves using a substrate of 

gold known as Au(110). A previous PRACE project had shown 

some success with this method, although the GNRs created 

unexpectedly grew at a 20 degree angle off of what was 

expected. They were also produced in a slightly different path, 

with flattening of the monomers occurring first before they were 

merged together. “This was an interesting result,” explains 

“Graphene nanoribbons combine 
the unique electronic and 
mechanical features of graphene 
with the semiconducting 
behaviour induced by  
quantum confinement”

Ferretti, “and in the SHINE project we have investigated this 

further in collaboration with an experimental group from 

Rome, characterising the monomers, the polymers and the 

final GNR structures.

“Matching our theoretical simulations to the experimental 

group was computationally very demanding, and so the core 

hours awarded by PRACE to our research were absolutely 

essential here.”

Thanks to their highly tuneable band gaps, GNRs are also 

emerging as good candidates for nanoscale light emitting 

devices that can be tuned to produce any colour of light. An 

experimental group working in collaboration with Ferretti 

demonstrated the electroluminescence of individual GNRs 

suspended between the tip of a scanning tunnelling microscope 

and an Au(111) substrate, thus creating a realistic opto-

electronic circuit. A bright and narrow band emission of red 

light was shown to be produced, whose energy could be tuned 

with the bias voltage applied to the junction. Comparison with 

ab initio calculations carried out by Ferretti and his colleagues 

indicate that the emission involves an electronic state localised 

at the end of the GNR. “This work provides a promising route 

for the realisation of bright, robust and controllable graphene-

based light emitting devices,” says Ferretti.

Ferretti and his colleagues have a number of other systems 

which they wish to study in the future, and this research 

will undoubtedly require the computational power that 

supercomputers can provide. Graphene will play a huge role in 

various aspects of technologies in the future, and so research 

such as this can help Europe make those technologies a reality.

PRACE DIGEST 2017

For more information
www.nano.cnr.it, http://www.max-centre.eu/  
https://graphene-flagship.eu
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hypotheses have been suggested,” explains Gervasio. “One 

says that there is direct allosteric communication from one side 

of the dimer to the other, whereby binding to one site makes 

a structural change to the other side. A different hypothesis is 

that binding to the monomer does something to the dynamics 

by which dimerisation becomes more favourable. Since full 

activation of the mechanism depends on dimerisation, this would 

be significant.”

The initial simulations carried out by the group investigated the 

dynamics of the monomer in the presence of the inhibitor drug. 

This was done with a special algorithm that provided enhanced 

sampling, extending the timescale of the simulation from 

microseconds to seconds and thus allowing the researchers to 

see events happening within this timescale. “We saw that at this 

level, the difference between the effect of “paradox activator” 

and “paradox breaker” drugs was minimal,” says Gervasio. “We 

were therefore able to conclude that the mechanism we were 

looking for was not happening at the level of single monomers.”

The researchers then started looking at the tails that were being 

phosphorylated, which had been hypothesised to be important 

for the process of dimerisation. Here, a sizeable difference was 

seen between the effects of the two types of drugs, leading 

the researchers to believe that it was indeed the process of 

dimerisation that was important.

“Our large-scale enhanced-sampling simulations showed the 

effect of the V600E mutation on the conformational landscape 

of the B-Raf monomer,” says Gervasio. “In particular our 

Paradoxical activation  
in cancer treatment
Kinase inhibitors have been shown to have excellent results 
on certain types of cancer, but after initial success the cancer 
often returns. Surprisingly, it seems that the kinase inhibitors 
may play a role in this relapse. Professor Francesco Gervasio of 
University College London has been carrying out simulations to 
try and understand the mechanism by which this occurs

“To be able to pinpoint an 
expected pharmaceutical effect 
from the level of a couple of 
atoms is incredible”

P
rotein kinases are common enzymes in the body that 

modify other proteins by chemically adding phosphate 

groups to them. This process, called phosphorylation, is 

involved in the regulation of many biological processes, 

including the majority of cellular pathways.

Kinases’ role in the regulation of cells means that their dysfunction 

is a frequent cause of disease, especially cancer. A number of 

drugs have therefore been developed to inhibit specific kinases. 

For instance, the B-Raf kinase is a key target for the treatment 

of melanoma, since 50 per cent of all melanomas have a specific 

mutation (V600E) of this gene. Two drugs, Vemurafenib and 

Dabrafenib, which target B-Raf with the V600E mutation, have been 

approved to treat melanoma by the FDA.

However, despite the initial success of these drugs in targeting B-Raf 

V600E, it has been shown that patients taking them often develop 

new melanomas and other secondary cancers later on. Surprisingly, 

analysis of these new cancers has shown them to have the non-

mutant wild-type B-Raf rather than the mutated version.

The ability of drugs targeting mutant B-Raf to activate wild-type 

B-Raf is known as paradoxical activation. A number of experiments 

have confirmed that B-Raf inhibitors cause paradoxical activation 

of the wild-type. For full activation, wild-type B-Raf requires 

several B-Raf molecules to join together in a process known as 

dimerisation, and it is believed that the binding of an inhibitor to 

one of the molecules in a dimer can transactivate the other.

Despite an abundance of experimental evidence that this 

paradoxical activation occurs, the mechanisms by which it occurs 

on the atomic level are still not well understood. Francesco 

Gervasio and his team from University College London in the UK 

have been carrying out enhanced sampling simulations, studying 

Raf dimers and monomers (the individual units within a dimer) 

in full complexity, addressing a number of open questions with 

respect to the molecular mechanism of paradoxical activation. 

Understanding how this paradoxical activation works has been 

a real challenge from a biophysical point of view. “Various 

PRACE DIGEST 2017

Francesco Gervasio
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results revealed that the mutation has a twofold effect. First, the 

mutation increases the barrier of the active to inactive transition, 

trapping B-Raf in the active state. The mutation also increases the 

flexibility of the activation loop which might speed-up the rate-

limiting step of phosphorylation. Both effects can be explained by 

the formation of salt bridges with the Glu600 residue.

“Secondly, our simulations on monomers bound to a paradox-

inducing or to a paradox-breaking inhibitor show that the tail of 

the paradox-breaking inhibitor assumes a different orientation, 

significantly affecting the conformational landscape of the 

kinase. This in turn has a large effect on the dimer formation.”

As confirmed by simulations of the singly occupied dimers, 

the paradox-breaking inhibitor weakens the dimer. Thus, the 

simulations have not only been able to provide a detailed 

explanation of the paradoxical activation effect, but have also 

provided an idea of how to design inhibitors that counter the 

paradoxical activation effect. 

“There are many other kinases implicated in different cancers 

that are activated through dimerisation,” says Gervasio. “What 

we have discovered will allow people to design drugs that can 

suppress this. This is where the beauty of the research lies; to be 

able to pinpoint an expected pharmaceutical effect from the level 

of a couple of atoms is incredible.”

As the multiple-replica simulations required huge computational 

resources, without the PRACE allocation it would not have been 

possible to perform this research. “Seeing the dynamics of these 

molecules interacting with each other has been absolutely crucial 

for our work,” says Gervasio. “These subtle changes through time 

cannot be seen via other methods such as x-ray crystallography 

or cryo-electron microscopy, so the simulations have been 

For more information
http://www.ucl.ac.uk/chemistry/research/research-
groups/group-folder/protein-dynamics-francesco-
gervasio
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The catalytic domain of B-Raf in the semi- active , aC-helix out, and DFG-motif out conformations. The residues are coloured by root means square flutuations 
value with red having the lowest  rmsf and dark blue having the highest value of 0.3nm. The “paradoxical” activation effect is thought to promote 
dimerization by stabilizing a dimer-promoting conformation.

very important for us. This is why I believe that in the future, 

supercomputers and simulations will become more and more 

central to drug discovery.”

Gervasio’s simulations can directly inform the design of 

strategies that can overcome the emergence of drug resistance 

in cancer, the main reason holding back targeted anti-cancer 

drugs. “Kinase inhibitors have been so successful in targeting 

genetic mutations – in a way they have been revolutionary,” 

he explains. “But drug resistance emerges quickly, causing the 

cancer to return.  Hopefully our research can help provide a basis 

to stop this drug resistance from being such an issue and make 

these drugs more successful.”

http://www.ucl.ac.uk/chemistry/research/research-groups/group-folder/protein-dynamics-francesco-gervasio
http://www.ucl.ac.uk/chemistry/research/research-groups/group-folder/protein-dynamics-francesco-gervasio
http://www.ucl.ac.uk/chemistry/research/research-groups/group-folder/protein-dynamics-francesco-gervasio
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provide insight into real-world flows. “Our model is comprised 

of two infinite parallel walls, with pressure driving flow between 

the two walls. This is known as channel flow in the turbulence 

community,” he explains. 

“On top of this, we have a temperature gradient between the 

top and bottom of the walls. Much like when heating a pot, 

temperature differences like this create an onset of convective 

flow, with the hotter fluid rising up and the cooler fluid sinking. 

This leads to the establishment of convective cells.”

The combination of forced convection driven by pressure difference 

and free convection driven by temperature difference is known 

as mixed convection. Mixed convection is of great interest to 

academics studying the field of turbulence because it gives rise to 

patterns which are not observed in either forced or free convection. 

The interplay between the two regimes creates large “roller” 

structures that are broadly aligned with the flow. These rollers are 

the hallmark of mixed convection and can often be observed in the 

Earth’s atmosphere from planes, taking the form of rolls of clouds a 

few kilometres apart from each other (see picture).

Ensuring that these rollers were seen in full in the simulations was 

a real challenge for Pirozzoli and his team. “The simulations were 

already challenging in terms of the memory and CPU required to 

run them, but we also had to ensure that the domain size that we 

selected fully encompassed the size of these rollers,” he explains. 

“Finding the right setup took a surprisingly long time.”

Fluid dynamics are governed by several non-dimensional numbers 

that represent various characteristics of flow. Forced convection is 

governed by the Reynolds number, with a higher value representing 

Something in the atmosphere: 
Mixed convection in channel flows

“To cope with the complexity of 
turbulent flows, several billions 
of grid points must be used to 
discretise them”

T
urbulent flow describes the erratic movement of fluids. 

You can see turbulence in nature – fast flowing rivers and 

atmospheric weather systems – but also in man-made 

applications, like the vortices swirling off the edge of an 

aeroplane’s wingtip.

Despite its prevalence, turbulent flow remains an unsolved 

problem both in mathematics and physics. One of the main 

difficulties of studying turbulence is the huge range of scales 

involved. Take a weather system: huge, hundred-kilometre-scale 

cyclones occur alongside fine-scale eddies in the order of a few 

millimetres. To try and understand turbulence fully, it all needs to 

be looked at together. 

Unsurprisingly, the calculations needed to do this are extremely 

computationally demanding. Fluid dynamics is governed by a set 

of non-linear partial differential equations called the Navier-Stokes 

equations, which are in themselves highly difficult to solve. To 

cope with the complexity of turbulent flows, several billions of grid 

points must be used to discretise them. Using supercomputers 

remains the only possible way to carry out such studies.

Professor Sergio Pirozzoli of the Sapienza University of Rome 

has been carrying out simulations of idealised turbulent flows to 

Atmospheric flows are dictated by a process known as mixed convection. 
Sergio Pirozzoli of the Sapienza University of Rome has been carrying out 
idealised simulations of mixed convection to gain some insight into how it 
works and how this affects the movement of air on our planet

PRACE DIGEST 2017

Aligned patterns of cumulus clouds in a summer day, as seen from  
an airplane.

Sergio Pirozzoli
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increased turbulence. The equivalent for free convection is the 

Rayleigh number. In mixed convection, both of these numbers come 

into play, and another characteristic number arises – the Richardson 

number – that is a ratio representing the relative importance of free 

convection to forced convection in a flow.

Computationally, one of the main challenges of the project 

was studying flow conditions in which both the Reynolds and 

Rayleigh numbers had high enough values to represent real world 

conditions such as in the atmosphere. Pirozzoli and his team 

carried out simulations at many different combinations of the two 

numbers to gain insight about how they affect the flow together. 

“What we saw is that different combinations of these values give 

rise to different flow patterns,” says Pirozzoli. “But it was when 

the values were fairly similar to each other that we saw the really 

interesting flow patterns of mixed convection.”

One of the main outcomes of the project from an engineering 

standpoint has been the creation of a predictive formula for heat 

transfer. This formula will be useful to engineers when designing 

exchanger pipelines for cooling engines.

The other main result of the project is related to atmospheric 

flows. Pirozzoli and his team found significant deviations between 

their results and standard parameterisations used in turbulence 

models for the atmosphere. “What we saw is that although current 

parameterisations work well in most conditions, they start to deviate 

from what our simulations showed when used in certain conditions 

such as the monsoon circulation, where there is a light steady wind 

over hot terrain,” Pirozzoli explains. “We have been able to suggest 

a slight adjustment to this parameterisation that should improve the 

atmospheric model, and can be used by physicists working in the 

atmospheric flow community.”

There are still many steps for the researchers to take to continue 

to push their simulations into further unknown territory. One of 

the main limitations of the simulations so far has been the use of 

For more information
www.dima.uniroma1.it/dima/
http://newton.dima.uniroma1.it/mixconv/

Resources awarded by PRACE
This project was awarded 32 million core hours on  
FERMI hosted by CINECA, Italy

Publications
S. Pirozzoli, M. Bernardini, R. Verzicco, P. Orlandi. 
Mixed convection in turbulent channels  with unstable 
stratification. J. Fluid Mech. 821, pp. 482-516 (2017)

S. Pirozzoli, M. Bernardini, P. Orlandi, “Passive scalars in 
turbulent channel flow at high Reynolds number”, J. Fluid 
Mech. 788, pp. 614-638 (2016)

smooth walls. “This is OK for idealised simulations, but if we are 

thinking about atmospheric flows then we need to examine how 

rough, uneven terrain might affect them,” says Pirozzoli. “The top 

of a hill is often a very different temperature to the bottom, and 

this can profoundly affect the movement of air around it.”

Another feature of atmospheric flow which the team will examine 

in the future is the presence of an inversion layer. The current 

simulations use a fixed temperature difference between the 

two edges of a channel, whereas in the Earth’s atmosphere the 

temperature decreases moving away from the ground but then 

starts to increase again at a point known as the inversion layer. 

Running simulations with higher and higher Reynolds and 

Rayleigh values is a constant goal of the turbulence research 

community, but they are still a long way from reaching numbers 

equivalent to those found in the atmosphere. “Even with the most 

powerful supercomputers today, we cannot come close to these 

values,” explains Pirozzoli. “But what we are able to do today still 

provides invaluable insight into much of the world around us.”

PRACE DIGEST 2017

(a)

Temperature contours in wall-parallel planes (red denotes high-temperature fluid, blue low-temperature fluid) for DNS at Reynolds number Reb = 31623, at 
infinite Richardson number (a) and unit Richardson number (b).

(b)

www.dima.uniroma1.it/dima/
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Blast-off: Corner vortex shedding in 
solid rocket motors

Solid rocket motors have been used throughout the Space Age to 
launch spacecraft away from Earth. Recent new designs, although 
generally stronger, have created an engineering problem caused by 
a phenomenon called corner vortex shedding. Dr Eleonore Riber with 
her team at CERFACS has been investigating this through the use of 
large eddy simulations

S
olid rocket motors provide extra thrust for rockets and 

are used for a variety of applications, most notably 

in launching spacecraft with substantial payloads. 

Unlike rockets that use liquid propellants, these motors 

employ a solid mixture of fuel and oxidiser which is ignited inside 

a combustion chamber to produce high levels of exhaust gas 

pressure. Passing through a nozzle inside the motor, gas flow 

accelerates and thrust is generated.

However, unwanted vibrations can affect the load carrying 

capabilities of solid rocket motors. Small pressure oscillations 

lead to strong thrust oscillations which are detrimental to 

performance. Over the last few decades, research about these 

small pressure oscillations has resulted in design innovations that 

mitigate or completely eradicate some of the mechanisms leading 

to such instabilities, but some still remain an open challenge in 

solid rocket motor design. 

In order to produce the smallest pressure oscillations possible, 

industrial rocket manufacturers like ArianeGroup, a joint 

venture created by Airbus and Safran, have been using high-

fidelity large eddy simulations to help understand where these 

instabilities come from and how they can be controlled. Dr 

Eleonore Riber, a senior researcher at the European Centre 

for Research and Advanced Training in Scientific Computing 

(CERFACS), has teamed up with engineers from ArianeGroup. 

Riber is an expert in modelling and simulating turbulent reacting 

flows, and collaborates with PhD student Laura Lacassagne, 

Prof Franck Nicoud, Dr Bénédicte Cuenot and Dr Olivier 

Vermorel, who bring their own expertise in computational fluid 

dynamics to the venture. 

Due to a change in the geometry of the new generation of solid 

rocket motors, a new source of instability known as corner vortex 

shedding has arisen. This instability appears when vortices are 

produced by the corner of the solid fuel when combusted. This 

instability is also affected by the release of aluminium particles 

from the solid propellant in what is known as a dispersed reactive 

phase. Due to the coupling effect between the dispersed reactive 

phase present in the flow and the shedding, the study of the 

overall stability of this kind of motor requires the consideration of 

the two-phase reactive flow.

Instantaneous two-phase flow of a shear layer in the centre plane of an 
academic solid rocket motor. Particles in combustion only colored and 
sized by their diameter and field of gaseous temperature.

PRACE DIGEST 2017

Interaction of aluminium particles in combustion with a corner 
vortex shedding (CVS) instability in an academic solid rocket motor. 
Particles in combustion are colored and scaled by their diameter 
whereas CVS is represented by an isosurface of gaseous vorticity.

Eleonore Riber
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“Corner vortex shedding has been little studied in detail in the 

past,” says Riber. “We do not know the conditions in which it can 

occur and how it can damage the solid rocket motor afterwards.”

Through PRACE, Riber was awarded 23.5 million core hours 

on the CURIE supercomputer hosted by GENCI at CEA, France, 

for the SCAROLES project. This has been used to bring a new 

insight to the corner vortex shedding phenomenon. Whereas 

most numerical studies focusing on instabilities in solid rocket 

motor engines rely on RANS simulations, the SCAROLES project 

aimed to perform massively parallel large eddy simulations 

accounting for reactive aluminium particles using a Euler-

Lagrange approach.

The first main result of SCAROLES deals with the impact of 

lateral blowing on corner vortex shedding, that has been found 

to reduce this type of instability in solid rocket motors. Varying 

the numerical method and the grid size, a huge database has 

been generated to deeply analyse the role of lateral blowing 

on the corner vortex shedding phenomenon. “Our PhD 

student Laura Lacassagne presented these results at the main 

international conference dealing with solid rocket motors,” 

says Riber. “She has also developed and validated a linear 

stability analysis tool to be used by engineers in order to study 

such instabilities.”

A second outcome of the project has been a detailed 

examination of the impact of the combustion of aluminium 

particles on corner vortex shedding, comparing two-phase 

large eddy simulations and equivalent gaseous large eddy 

simulations, and varying the numerical method and the grid 

resolution to assess the convergence and the quality of the 

solution. “What we were able to show was that a lot of small 

particles remain after combustion, and these can have a 

profound effect when they interact with the vortices triggered 

by corner vortex shedding,” says Riber. “They can either reduce 

or exacerbate the instability, depending on their properties.” 

The role of both reacting particles and residual particles has 

been analysed, post-processing in detail the huge amount 

of numerical data that is inaccessible experimentally. To the 

knowledge of the team, such a study has never been proposed 

in the past. A publication is now under review for Flow, 

Turbulence and Combustion.

For more information
www.cerfacs.fr

Resources awarded by PRACE
This project was awarded 23.5 million core hours on  
CURIE hosted by GENCI at CEA, France.

Publications
L. Lacassagne, T. Bridel-Bertomeu, E. Riber, B. Cuenot, 
G. Casalis, F. Nicoud. Numerical study of lateral blowing 
impact on corner vortex shedding instability. Submitted to 
Physics of Fluids, 2017.

L. Lacassagne, E. Riber, B. Cuenot, F. Nicoud. On the impact 
of aluminium particles on corner vortex shedding instabilities 
in solid rocket motors using Euler-Lagrange approach. 
Submitted to Flow, Turbulence and Combustion, 2017.

“Small particles that 
remain after combustion 
can either reduce or 
exacerbate instability”

The huge dimensions of solid rocket motor engines (usually around 

10 metres long) make experiments and numerical simulations 

very costly and almost impossible in full-scale configurations. 

As a consequence, experiments and numerical simulations are 

usually performed on reduced-scale geometries, typically 1/10th 

or 1/30th of the real configuration, and results on the reduced-

scale geometry are then analysed to predict the behaviour of the 

real engine. However, scaling-up laws of such complex two-phase 

turbulent reactive flows are not straightforward. The final objective 

of the project was therefore to propose a scaling-up strategy to 

help engineers and experimenters predict the overall stability of 

solid rocket motor engines from the study of reduced-scale motors.

Two-phase large eddy simulations were performed both at full-

scale and reduced-scale geometry. Performing one full-scale 

simulation of a geometry sector on a grid composed of 112 

tetrahedral cells and dealing with 200 million numerical particles 

required almost 1 million CPU hours to reach convergence and 

gather enough statistics. “What we saw was that in a simulation 

without particles, the classic rules of scaling can be used without 

error,” explains Riber. “However, the presence of the aluminium 

particles stops theses scaling rules from working, as their scale 

is not conserved. Our simulations showed that in the reduced 

scale the particles reduced instability, whereas at real scale they 

increased it! So this is obviously a very important consideration.”

Riber is pleased with the results of SCAROLES and believes its 

results will be valuable for the research community. “Carrying 

out simulations of this size is not a common occurrence,” she 

explains. “The challenges of working with such a huge domain 

and with such a fine grid, while at the same time having to 

massively parallelise the whole thing, were huge. Now we have 

developed our scaling strategy, scientists and engineers will be 

able to use smaller scale simulations more reliably.”

PRACE DIGEST 2017
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F
uel cells convert chemical energy from hydrogen fuel 

into electricity. Invented in 1838 by Welsh physicist 

William Grove, they were first used commercially by 

NASA over a hundred years later to generate power 

for satellites and space capsules. They consist of two 

electrodes, which simultaneously reduce oxygen and strip 

electrons from hydrogen to create an electric current. With 

their only by-product being water, they have huge potential 

in the clean energy sector, but their use so far has been 

limited due to their inherently high costs.

Solid oxide fuel cells have in recent years been the focus of 

much research due to the low cost of the materials involved 

and their high electrical efficiencies. At present, they only 

work effectively at extremely high temperatures, but efforts 

are now being made to try and create efficient models that 

work at room temperature.

One of the main barriers to this is finding an effective 

electrolyte to transport charged particles from one electrode 

to the other. An essential characteristic of a good electrolyte 

in this context is high ionic conductivity. Gadolinium-doped 

ceria (GDC) is one such material with this property, but 

experimental data on its properties have given mixed results.

The problem lies in the history of the sample being tested, as 

Natalia Skorodumova of the Royal Institute of Technology (KTH) 

in Sweden explains: “Experiments on the ionic conductivity of 

GDC which look like they should give the same results – the 

sample has the same chemical composition – often do not,” she 

says. “It has become apparent that these differences are largely 

due to how each sample has been cooled or heated. Even minor 

differences in the thermal history of a sample can change its 

final ionic conductivity.”

An explanation for the differences in properties of samples 

lies in the doped structure of GDC. The various elements 

can be distributed very differently, as well as the positioning 

of the oxygen “vacancies” which are a critical part of 

Multiscale modelling  
of ionic conductors
Solid oxide fuel cells have great potential for use in the clean energy sector, producing 
electricity from hydrogen and oxygen with a by-product of water. However, creating 
electrolytes with the required ionic conductivity needed for these cells to work is a great 
challenge. Professor Natalia Skorodumova of the Royal Institute of Technology (KTH) in 
Sweden has been conducting computational experiments to assess the properties of one of 
the most promising candidates for this task
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Simultaneous ordering in oxygen-vacancy (top) and Gd-Ce (bottom) 
sub-lattices



27

ionic conductivity. Skorodumova and her colleagues have 

consequently been conducting state-of-the-art simulations to try 

and evaluate how different distributions of atoms and vacancies 

can influence the properties of GDC. 

The simulations consist of first principles calculations of the 

quantum mechanical interactions between particles in GDC, 

using the VASP code. Monte Carlo methods are then used in a 

statistical physics approach to assess the processes of heating 

and cooling, using in-house codes created by Skorodumova and 

her colleagues in Stockholm.

“We found that at a certain point in the cooling process the atoms 

start to order themselves in a specific way,” says Skorodumova. 

“Once you reach room temperature, you get a separation between 

the gadolinium and cerium atoms. Whereas before they are 

homogeneously mixed, you later see crystallisation of gadolinium 

into grains inside a ceria matrix, and this causes the material 

to lose most of its ionic conductivity. This had previously been 

seen experimentally, but our simulations were able to show the 

mechanism by which this occurs.”

To their great surprise, the researchers also observed another 

level of ordering occurring at an intermediate temperature. “What 

we have observed is an ordering of the oxygen vacancies on a 

sub-lattice, which also reduces ionic conductivity,” Skorodumova 

explains. “This result was completely unexpected, and we are now 

preparing a publication on this as it will be of great interest to the 

scientific community.

“This is the beauty of this type of research – you cannot always 

anticipate what results you are going to get!”

It appears that this second level of ordering occurs due to a 

complex interplay of electrostatic forces in the oxygen vacancy and 

gadolinium-cerium sub-lattices. “This ordering of oxygen vacancies 

reduces the ionic conductivity of GDC as it stops oxygen from 

moving around so easily,” says Skorodumova. “This new discovery 

could provide an explanation for some of the experimental results 

in which we have seen reduced levels of ionic conductivity.”

The strength of the computational approach in the materials 

science field is that even though it cannot model the exact complex 

systems which exist in nature, it does allow researchers to 

For more information
www.kth.se/profile/snv123

Resources awarded by DECI
Prof Skorodumova was awarded 13 727 000 core hours 
under DECI-13 for her project “MMIC - Multiscale 
Modelling of Ionic Conductors” and 23 284 800 core hours 
under DECI-14 for her project “MMICSCTSET - Multiscale 
Modelling of Ionic Conductors – Structure, Conductivity 
and Thermodynamic Stability at Elevated Temperatures”, 
both on Salomon hosted by IT4Innovations,  
Czech Republic.

Publications
P.A. Zguns, A.V. Ruban, N.V. Skorodumova, “Ordering and 
phase separation in Gd-doped ceria: a combined DFT, 
cluster expansion and Monte Carlo study”, Phys.Chem.
Chem.Phys., 19, 26606 (2017)

J.O.Nilsson, O.Yu.Vekilova, O.Hellman, J.Klarbring, S.I.Simak, 
and N.V.Skorodumova “Ionic conductivity in Gd-doped 
CeO2: Ab initio color-diffusion nonequilibrium molecular 
dynamics study”, Phys.Rev.B  93, 024102 (2016) 

“Even minor differences 
in the thermal history of a 
material can change its final 
ionic conductivity”

pinpoint how changes in specific characteristics of a material 

bring about changes in its properties. This is of great use to 

experimentalists who, although they may have observed a 

change in property of a material, do not have the tools to provide 

an explanation for the mechanism. This computational data can 

then feed back into experimental work.

In terms of Skorodumova’s research, this means that her 

experimental collaborators now have a basis to re-examine their 

GDC samples and see if her simulations explain what they are 

seeing. In the long term, this aid the design of materials with 

higher ionic conductivity which can increase the performance of 

solid oxide fuel cells.

The researchers have now been granted more time on the 

Salomon supercomputer in the Czech Republic, which they will be 

using to examine a wider range of materials. “Ten years ago, we 

made a prediction in a paper about how co-doping materials with 

more than one element could produce better properties than if 

you were to use just one,” Skorodumova explains. “This has been 

shown to be true experimentally, but we now have the tools to 

examine this properly via simulation.

“We have created a powerful tool for looking at the properties 

of these kinds of materials. Although it is important to develop 

these tools, it is also important to use them to deliver important 

information to the rest of the scientific community. So that is 

what we will do!”

PRACE DIGEST 2017
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Since 2008 PRACE has offered a diverse training programme, 
including seasonal schools, workshops and scientific and 
industrial seminars. Additionally, the PRACE Training Portal, 
www.training.prace-ri.eu, provides access to video tutorials 
and an extensive range of training materials. Early in 2017, 
PRACE introduced two new educational opportunities: 
Massive Open Online Courses (MOOCs) and the CodeVault, a 
core repository for training codes open to everyone worldwide.

PRACE Training 
and Education with 
MOOCs and CodeVault

THE PARTNERSHIP FOR ADVANCED COMPUTING IN EUROPE

http://www.prace-ri.eu


Massive Open Online Courses (MOOCs)
Different from traditional online course materials, 
such as videos of filmed lectures and scripts, PRACE 
MOOCs provide an interactive user forum that strongly 
supports community interaction between educators and 
learners (students, scientists, etc.). PRACE MOOCs are 
delivered using the the FutureLearn platform.

Currently, two MOOCs are available:
•	 Supercomputing:	Discover	how	supercomputers	

are	powering	scientific	breakthroughs
This supercomputing course was developed by 
PRACE and the Edinburgh Parallel Computing Centre 
(EPCC) at the University of Edinburgh in collaboration 
with SURFsara from the Netherlands.
It is a free online course which lasts 5 weeks, including 
2 hours of video lectures per week. The course 
is designed for anyone interested in leading-edge 
computing technology, supercomputers, or the role 
that computer simulation takes in modern science  
and engineering.
To find out more and to register please visit: 
www.futurelearn.com/courses/supercomputing

•	 Managing	Big	Data	with	R	and	Hadoop
This course, developed by PRACE, teaches  
how to manage and analyse big data using the  
R programming language and Hadoop  
programming framework.
It is designed for people interested in data science, 
computational statistics and machine learning. It is 
also useful for advanced undergraduate students and 
first year PhD students in data analysis, statistics or 
bioinformatics who wish to  
understand HPC.
The free online course lasts 5 weeks, including  
2 hours of video lectures per week.
To find out more and to register please visit: 
www.futurelearn.com/courses/big-data-r-hadoop

PRACE	intends	to	run	each	MOOC	two	to	three	
times	per	year.	New	MOOCs	will	be	launched	in	 
the	near	future.

CodeVault
The PRACE CodeVault is an open repository 
containing various high-performance computing 
code samples for the HPC community. The 
platform supports self-education for learning HPC 
programming skills by allowing HPC users to share 
example code snippets, proof-of-concept codes, 
and more.

The PRACE CodeVault contains training material 
from PRACE partners, as well as example codes for 
common HPC kernels, such as dense and sparse 
linear algebra, spectral and N-body methods, 
structured and unstructured grids, Monte Carlo 
methods and parallel I/O. The code samples are 
published as open source and can be used both 
for educational purposes and for inclusion  
in real application suites (as permitted by  
particular licenses).

The PRACE CodeVault is open with anonymous read 
access. Any contributions (new code samples, bug 
fixes, improvements, etc.) are warmly welcomed.

The PRACE CodeVault is hosted at 
gitlab.com/PRACE-4IP/CodeVault

See also the PRACE Fact Sheet “Training and 
Education”: www.prace-ri.eu/media/factsheets

PRACE Training and Education 
with MOOCs and CodeVault

29

THE PARTNERSHIP FOR ADVANCED COMPUTING IN EUROPE

PRACE DIGEST 2017

www.futurelearn.com/courses/supercomputing
www.futurelearn.com/courses/big-data-r-hadoop
gitlab.com/PRACE-4IP/CodeVault
www.prace-ri.eu/media/factsheets




31

PRACE DIGEST 2017



http://www.prace-ri.eu

	Button 2: 


